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Introduction
The oneM2M Working Group 3 working on Protocols has expressed interrogations on how the several resource identifiers defined in TS-0001 are exactly contructed and used. In particular, the contribution PRO-2014-0292-AE_CSE_ID_Issue summarized the following points:
· AE-ID and CSE-ID must be globally unique without the need for a central coordination point
· Need to ensure oneM2M architecture supports the needs of multi-user applications 
· AE-ID and CSE-ID Identifiers length could become an issue, in particular for constrained networks/devices
· Need to shorten the length of URIs / identifiers in particular for constrained devices
· Specification allows for hierarchical and non hierarchical URIs, but the use of both formats brakes the ACP (no means to go from one format to another)
· Confusion between resource name (nm parameter in request) and resource identifier
The same document further summarized some elements of the discussion that had taken place on the subject:

· Suggestion to use URN/UUID
· Some mailing list discussion suggests that the use of relative identifier should only happen on Mca 
· Conversion rule for structured and non structured 
Finally, it raised the followingpoints of discussion:
· How AE-ID and CSE-ID can be shortened?
· Should AE-ID and CSE-ID be globally unique? 
· How non-hierarchical URI is used?
In the ensuing discussion on the email exploder list, it appeared more and more apparent that the terminology used in TS-0001 for the identification and addressing was confusing (at least to WG3), and that the following several concepts needed to be distinguished.

IDENTIFIER (ID): defined in the Oxford English Dictionary as
A sequence of characters used to […] refer to […] an element, such as a variable or a set of data […]
An example of identifier is the name of someone, that is used when referring to that particular person.
ADDRESS: defined in the Oxford English Dictionary as
A string of characters which identifies a destination for […] messages
An example of an address is the address of someone’s house. That person can have several houses, and hence several different addresses, but all messages sent to all this addresses will eventually be delivered to that person.
ACCESS: defined in the Oxford English Dictionary as
The process of obtaining or retrieving information stored in a computer’s memory
To “access someone” (i.e. exchanging information with someone), one needs an address of that person (see previous topic), but more than that, like a language that person understands (this can be compared to a protocol in machine-to-machine interaction).
Justitications for proposed changes

Having defined these terms in a more clear manner, it appears that the following clarifications may be needed.
ON THE TOPIC OF IDENTIFICATION

In general:

A single element can have several different identifiers. But if a single element has different identifiers, then the entities referring to it with different identifiers may not know that it is actually the same element.

In oneM2M:

The clause 7.1 – M2M identifiers of TS-0001 states that:
This clause provides a list of identifiers required for the purpose of interworking within the oneM2M architectural model.

An identifier provides unique information or name, tag or label which has a consistent meaning when applied. For example, a CSE-ID for an MN is used for the purpose of CSE identification within an MN. A CSE-ID for an ASN is used for CSE identification within an ASN.

One identifier shall not be assigned to two or more different entities. An identifier is used to reference M2M entities during their lifetime. Such identifiers provide information for association with other identifiers.

It is assumed that the Application Identifier (App-ID) and the CSE Identifier (CSE-ID) have been assigned initially and are known before an M2M System boots up.
We propose to make this clause more precise by adding text from the Oxford English dictionary. Also, we propose to refer to the URNs and UUIDs as possible (yet not mandatory) forms of identifiers.
ON THE TOPIC OF ADDRESSING
In general:

A single element, identified by a given identifier, may have different addresses.

In oneM2M:

In oneM2M also, a single resource or entity can have several different addresses. The section 9.3 of TS-0001 explicitly states that there are three different “places” (or addresses) where to look for (or access) a given object:

· Using a hierarchical URI (we probably should talk about URL actually, since this is about addressing) – nothing says here that the identifier (from the previous topic) is used here

· Using a non-hierarchical URI (we also probably should talk about URL here), that does use the identifier (from the previous topic), although it is not said exactly how

· Using a different mechanism than URI/URL, based on two parameters, both of which are identifiers as defined in the previous topic

We propose to make this clause more precise by adding text from the Oxford English dictionary.

Also, we propose to move all text that speaks of addressing in cluse 7 into clause 9.3 so as to more clearly distinguish the topic of identification from the topic of addressing. In particular, we propose to move the clause 7.3 into the clause 9.3, and to rename the clause 7 into “M2M Entities and Objects Identification”
Also, we propose to replace any reference to “URIs” in the clause 9.3 to “URLs”.

Also, we propose, as was suggested during the previous discussions, to agree on a scheme needed for actual use of URLs. That proposed scheme shall be “m2m”.

Also, we propose to clarify the usage of the identifier in the non-hierarchical scheme and explicitly state that it can have several “levels”. We also propose to clarify that for the purpose of shortening URLs, the address does not need to include the identifier. Also, we propose to add two more examples to make that more clear.
Also, considering that the clause 9.1 already states that “All resource and associated attributes shall be uniquely addressable via their associated Universal Resource Identifiers (URI)” we propose to make more explicit the clauses  10.1.1, 10.1.2, 10.1.3 and 10.1.4 (respectively changes 7, 8, 9 and 10) as to how attribute addressing and access/manipulation is done.
Further clarifications are proposed in the contributions ARC-2014-1487 and ARC-2014-1492.
ON THE TOPIC OF ACCESS
In general:

To access a given resource, one needs an address (defined above) and a protocol.
In oneM2M:

The stage 3 work, in particular the protocol binding documents, should define how to actually access the resources at a particular address and how to use the actual protocols and use the possible addresses with these protocols.

Proposed changes

-----------------------Start of change 1-------------------------------------------

7.1
M2M Identifiers

This clause provides a list of identifiers required for the purpose of interworking within the oneM2M architectural model.

An identifier is a sequence of characters used to refer to a resource, entity or object defined in oneM2M. An identifier has a consistent meaning when applied (i.e. it refers consistently to the same resource, entity or object for the duration of their lifetime, as defined in the clause 7.2).
Also, an identifier refers to a resource, entity or object in an unequivocal manner: a given identifier, in a particular context or in a global way (depending on the uniqueness scope of the identifier, as defined in the clause 7.2), refers to only one resource, entity or object. For example, a CSE-ID for an MN is used for the purpose of CSE identification within an MN. A CSE-ID for an ASN is used for CSE identification within an ASN. 
One identifier shall not be assigned to two or more different entities.
The oneM2M system should use UUIDs (as defined by the IETF RFC 4122 / ISO/IEC 9834-8:2008) or URNs (as defined in the IETF RFC 2141) as M2M identifiers.
It is assumed that the Application Identifier (App-ID) and the CSE Identifier (CSE-ID) have been assigned initially and are known before an M2M System boots up.
-----------------------End of change 1---------------------------------------------

-----------------------Start of change 2-------------------------------------------

7
M2M Entities and Objects Identification
-----------------------End of change 2---------------------------------------------

-----------------------Start of change 3-------------------------------------------

9.3.3
Addressing an Application Entity

9.3.3.1
Application Entity Addressing

[clause text unchanged]

9.3.3.2
Application Entity Reachability

9.3.3.2.1
CSE Point of Access (CSE-PoA)

[clause text unchanged]

9.3.3.2.2
Locating Application Entities

[clause text unchanged]

9.3.3.2.3
Usage of CSE-PoA by the M2M System

[clause text unchanged]

9.3.3.2.3.1
CSE-PoA related to CSEs associated with a Fixed Network

[clause text unchanged]

9.3.3.2.3.2
CSE-PoA related to CSEs associated with Mobile Networks

[clause text unchanged]

9.3.3.2.3.3
CSE-PoA to CSEs associated with multiple Underlying Networks

[clause text unchanged]

9.3.3.3
Notification Re-targeting

9.3.3.3.1
Application Entity Point of Access (AE-PoA)

[clause text and figure unchanged]

-----------------------End of change 3---------------------------------------------

-----------------------Start of change 4-------------------------------------------

9.3.1
Generic Principles

An address of a resource is a string of characters used to identify a network destination for messages. It is distinct from the identifier of that resource, although it may be derived from the identifier. Also, a single resource may have more than one single address, to which messages can be delivered to it.
There are three different methods for addressing a resource within the oneM2M resource structure. They are as follows:

· Hierarchical URL Method: The resource can be addressed by a URL (as defined in the IETF RFC 3986), over Mca, Mcc, and Mcc' reference points, with the actual path portion of the URL defining the entire relationship for the target resource within the resource structure. This is a structured representation of the resources within a CSE where the parent relationship chain is embedded in the resource address.
The URL scheme to use is defined as “onem2m”, so that a URL will look like the following:
onem2m://authority/path?query#fragment
EXAMPLE 1:
onem2m://IN-CSEID.m2m.myoperator.org/CSERoot/myAppX/myContainerY.
· Non-Hierarchical URL Method: The resource can be addressed by a URL (as defined in the IETF RFC 3986), over Mca, Mcc, and Mcc' reference points, that may include the resource identifier given by its hosting CSE during the resource creation procedure. The actual parent relationship chain is not known a priori from reading the path portion of the URL and the hosting CSE needs to resolve the logical location of the target resource in the chain of relationship within the resource structure. That path portion of the URL can be of any depth. Also, the URL scheme to use is defined as “onem2m”, so that a URL will look like the following: onem2m://authority/path?query#fragment
EXAMPLE 2:
"onem2m://IN-CSEID.m2m.myoperator.org/CSERoot/mCY" where the same container of the previous example is directly addressed. mCY is in this example the resource identifier that was given by the hosting CSE for myContainerY.
EXAMPLE 3:
"onem2m://IN-CSEID.m2m.myoperator.org/CSERoot/some/path/mCY" where the same container of the previous example is also directly addressed. mCY is in this example the resource identifier that was given by the hosting CSE for myContainerY.
EXAMPLE 4:
"onem2m://IN-CSEID.m2m.myoperator.org/sc07" where the same container of the previous example is also directly addressed. In this example, sc07 is a “shortcut” address that also leads to the same resource, although it is not derived from the actual resource identifier.
· ID Base Method: The resource can be addressed via two parameters over Mca reference point; namely the CSE-ID of the host where the resource is located, and/or the resource identifier of the actual target resource. This case is applicable only to intra-domain routing. To proxy this request onwards over the Mcc reference point, if applicable, the registrar CSE can proxy the request to the IN CSE including these two parameters; optionally the registrar CSE shall use the CSE-ID to generate the complete target host name in accordance with the rules define in clause 6.4.1.1.


Note in this scenario it is assumed that the actual node identifiers are used in the host name to enable the generation of the host name. The CSEBase is used to identify the CSE-ID.


This method is an optimization of the second method, since the host name included in the URL has to be generated, as an option, in this case by the registrar CSE before it can send the request to the target CSE (via the IN node).
EXAMPLE 5:
The same resource addressed in the previous example will be provided by the requesting entity to the receiving CSE by means of the identifiers "CSE4-CSEID" and "mCY" and then it will be resolved to an appropriate address if needed.

These 3 methods shall all be supported by all M2M nodes, notably the registrar CSEs receiving requests, before they proxy these requests any further, where applicable.

The CSEBase, which is the first element in the path portion of the URL, allows to easily distinguish different CSEs on the same IP host.

-----------------------End of change 4---------------------------------------------

-----------------------Start of change 5-------------------------------------------

9
Resource Management

All entities in the oneM2M System, such as AEs, CSEs, data, etc. are represented as resources. A resource structure is specified as a representation of such resources. Such resources are uniquely addressable. Procedures for accessing such resources are also specified.
9.1
General Principles

The following are the general principles for the design of the resource model.

· The "type" of each resource shall be specified. New resource types shall be supported as the need for them is identified.

· The root of the resource structure in a CSE shall be assigned an absolute address. See clause 9.3.1 for additional information.
· The attributes for all resource types shall be specified.

· Each resource type can have multiple instances.
· All resources and associated attributes shall be addressable 
· 
· 
· 
· 

· 
· 

· 
· as specified in the clause 9.3.1.
· The non-hierarchical URL is always stored in the parentURL attribute. That is a mandatory attribute.

· In case of hierarchical URL, the relationship parent-child and vice-versa is determined in the hierarchical URL. When created via the non-hierarchical URL, the parent child-relation is determined by the parentURL attribute.

· Both hierarchical and non-hierarchical URLs shall be supported by all CSEs.
-----------------------End of change 5---------------------------------------------

-----------------------Start of change 6-------------------------------------------



· 
· 
· 
· 
· 


-----------------------End of change 6---------------------------------------------

-----------------------Start of change 7-------------------------------------------

10.1.1
CREATE (C)

The CREATE procedure shall be used by an Originator CSE or AE to create a resource on a Receiver CSE (also called the hosting CSE). Creation of one or more attributes for an already existing resource shall be performed using the UPDATE procedure (see clause 10.1.3). The description of CREATE procedure has been divided in two separate clauses, since there is a need to distinguish between Registration related Create and Non-Registration related Create procedures.

The Registration related Create procedure is applicable for the following resource types only:

· <AE>; and
· <remoteCSE>.
Whereas non-registration related Create procedure is applicable for all other resource types described in clause 9.6.

10.1.1.1
Non-registration related CREATE procedure

This procedure is valid for all resources which are not related to registration.

Originator requests to create a resource by using the CREATE method. See clause 8.1.2 for the parameters to be included in the Request message.

Receiver  If the request is allowed by the given privileges, the Receiver shall create the resource.
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Figure 10.1.1.1-1: Procedure for CREATEing a Resource

Step 001: The Originator shall send the following parameters in the CREATE Request message:

op: 
C (Create); 

to: 
URL of the target resource where the new resource should be created (parent resource);

fr: 
ID of the Originator (either the AE or CSE);

[10.1.1.1.b] Editor's Note: AE or CSE may not have the ID upon its registration request. Alternative information for fr is FFS.

ty:
Type of resource to be created;

nm:
optional name of the resource to be provided by the Originator, where permitted by the resource type as specified in clause 9.6.

NOTE:
Some of the resources defined in clause 9.6 have a predefined name. For these resources the parameter nm is not applicable.
cn: 
attributes of the resource to be provided by the Originator. Of particular importance for the CREATE Request message is the common attribute resourceType (clause 9.6.1) which identifies the type of the resource to be Created.
[10.1.1.1.c] Editor's Note: which parameters are deducted to be mandatory/optional in the request is for FFS. Clause 8.1 should provide a generic mechanism to identify mandatory params for a request by looking at how the resource is defined. E.g. If the attribute in the resource definition is identified as mandatory and it is of type RW, then it is also intended as mandatory in the request.

[10.1.1.1.d] Editor's Note: references to elements defined in sect 8 have been added here. They may be removed if we decide to move sect 8.1.2-4 to stage 3 doc. In this case, these references will be removed and sect 1 of this document would replace sect 8.1.2-4 in the TS-0001.

-----------------------End of change 7---------------------------------------------
-----------------------Start of change 8-------------------------------------------

10.1.2
RETRIEVE (R)
The RETRIEVE operation shall be used for retrieving the information stored in a resource or in any of the attributes of a resource at the Receiver CSE. The Originator CSE or AE may request to retrieve one or more specific attribute(s) by including the name of such attribute in the cn parameter in the request message. Alternatively, the Originator CSE or AE may request to retrieve one (and only one) specific attribute by using the URL of that particular attribute in the to parameter of the RETRIEVE operation.
Originator requests retrieval of all attributes or a specific attributes of the target resource by using RETRIEVE Request. See clause 8.1.2 for the information to be included in the Request message. If only some specific attributes need to be retrieved, the name of such attributes shall be included in the cn parameter of the Request message.

Receiver The Receiver performs local processing to verify the existence of requested resource and checks privileges for retrieving the information related to the resource. After successful verification, the Receiver shall return the requested information, otherwise an error indication shall be returned.
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Figure 10.1.2-1: Procedure for RETRIEVing a Resource

Step 001: The Originator shall request to RETRIEVE a resource or a specific attribute within a resource at the Receiver.

op:
R (Retrieve).

to: 
URL of the target resource or of the target attribute.
fr:
 ID of the Originator (either the AE or CSE).

cn:
Optional. If included, cn includes the name of the attributes that need to be retrieved.
-----------------------End of change 8---------------------------------------------

-----------------------Start of change 9-------------------------------------------
10.1.3
UPDATE (U)
The UPDATE operation shall be used for updating the information stored in a resource or in any of the attributes of a target resource. Especially important is the expirationTime, since a failure in refreshing this attribute may result in the deletion of the resource. The Originator CSE or AE can request to update, create or delete specific attribute(s) at the target resource by including the name of such attribute(s) and its values in the request message.

Originator requests update any of the attributes at the target resource by using UPDATE Request message. The Originator shall send new (proposed) values for the attribute(s) that need to be updated. The UPDATE operation allows to modify the attributes (defined in clause 9.6) and that are indicated as "RW" (Read Write) for the specific resource type. 

The Originator requests to create attributes at the target resource by using UPDATE Request message. The Originator shall send the name of the attributes to be created (defined in clause 9.6) that are indicated as "RW" (Read Write) for the specific resource type and their associated values in the Request message, 

The Originator requests to delete attributes at the target resource by using UPDATE Request message. The Originator shall send the name of the attributes to be deleted (defined in clause 9.6) for the specific resource type with their value set to NULL, in the Request message, 

See clause 8.1.2 for the information to be included in the Request message.

NOTE:
Update operation can also be used for Execute operation. Such use of the Update operation does not use cn parameter.

Receiver The Receiver verifies the existence of the addressed resource, the validity of the attributes provided and the privileges to modify them, shall update the attributes provided and shall return a Response message to the Originator with the operation results as specified in clause 8.1.3.

If the attributes provided do not exist, after verifying the existence of the addressed resource, the Receiver validates the attributes provided and the privileges to create them. On successful validation, the Receiver shall create the attributes provided with their associated values and shall return a Response message to the Originator with the operation results as specified in clause 8.1.3.

If the attributes provided have their value set to NULL, after verifying the existence of the addressed resource, the Receiver validates the attributes provided and the privileges to delete them. On successful validation, the Receiver shall delete such attributes and shall return a Response message to the Originator with the operation results as specified in clause 8.1.3.
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Figure 10.1.3-1: Procedure for UPDATing a Resource

Step 001: The Originator shall send the following parameters in the UPDATE Request message:

op:
U (Update).

to: 
URL to the target resource.

fr: 
ID of the Originator (either the AE or CSE).
cn: 
Information related to the attribute(s) to be updated, created or deleted at the target resource. The name of such attribute(s) and associated updated or assigned values in the cn parameter. For the Update operation used for Execute device management operation, cn parameter does not exist.
-----------------------End of change 9---------------------------------------------

-----------------------Start of change 10-------------------------------------------

10.1.4
DELETE (D)
The DELETE operation shall be used by an Originator CSE or AE to delete a resource on a Receiver CSE (also called the hosting CSE). Deletion of one or more attributes for an existing resource shall be performed using the UPDATE procedure (see clause 10.1.3). The description of DELETE procedure has been divided in two separate clauses, since there is a need to distinguish between Deregistration related Delete and Non-Deregistration related Delete procedures.

The Deregistration related Delete procedure is applicable for the following resource types only:

· <AE>, and
· <remoteCSE>
10.1.4.1
 Non-deregistration related DELETE procedure
This procedure is valid for all resources which are not related to deregistration.
The DELETE operation shall be used by an Originator CSE or AE to delete a resource at a Receiver CSE. For such operation, the DELETE procedure shall consist of the deletion of all related information of the target resource.

Originator requests deletion of a resource by using a DELETE Request message. See clause 8.1.2 for the information to be included in the Request message.

Receiver The Receiver verifies the existence of the requested resource, and the privileges for deleting the resource.
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Figure 10.1.4-1: Procedure for DELETING a Resource

Step 001: The Originator shall send a DELETE Request message to the Receiver.

op:
D (Delete).

to: 
URL of the target resource.

fr: 
ID of the Originator (either the AE or CSE).

-----------------------End of change 10---------------------------------------------

-----------------------Start of change 11-------------------------------------------

8.1.2
Request

The Request from an Originator to a Receiver includes the following parameters:

· to: URL of the target resource for the operation, or the URL of the target resource attribute for the operation (for operations where attribute addressing is supported). The to parameter shall conform to clause 9.3.1
NOTE 1:
to parameter can be known either by pre-provisioning (clause 11.2) or by discovery (clause 10.2.5 for discovery). Discovery of CSEBase is not supported in this release of the document. It is assumed knowledge of CSEBase is by pre-provisioning only.
NOTE 2:
The term target resource refers to the resource which is addressed for the specific operation. For example the to parameter of a Create operation for a resource "example" would be "/m2m.provider.com/exampleBase". The to parameter for the Retrieve operation of the same resource "example" is "/m2m.provider.com/exampleBase/example".
[…]

· Disrestype: Optional Discovery result type. This parameter applies to discovery related requests (see clause 10.2.5) to indicate the preference of the Originator for the format of returned information in the result of the operation. This parameter shall take on one of the following values reflecting the options in clause 9.3.1:
· Hierarchical URL option.

· Non-hierarchical URL option.
· CSE-ID, and resource identifier option.

Example usage of the discovery result type set to Non-hierarchical URL option. The request originator is only willing to receive non-hierarchal URLs for discovered resources.

The absence of the parameter implies that the result shall be in Hierarchical URL format.
-----------------------End of change 11---------------------------------------------
-----------------------Start of change 12-------------------------------------------

9.4.1
Relationships between Resources
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Figure 9.4.1-1: Resource Relationships Example in a CSE
NOTE: The resources shown in the above figure are:

· CSEBase1 is the name of a resource of type <CSEBase>
· CSE1 is the name of a resource of type <remoteCSE>
· APP1 is the name of a resource of type <AE>
· CONT1 and CONT2 are the names of resources of type <container>
· ACP1 and ACP2 are the names of resources of type <accessControlPolicy>
Solid lines in Figure 9.4.1-1 represent parent-child relationships, which is supported by a link (e.g. parentURL) in the non-hierarchical addressing scheme, and by the URI scheme in the hierarchical addressing scheme.

Dashed lines in Figure 9.4.1-1 represent links i.e. relationships between the resources (e.g. relationship between the APP1 resource and the ACP1). 

Figure 9.4.1-1 provides an example of a resource structure. The represented resources can be addressed by using one of the methods described in clause 9.3.1. Resources in the oneM2M System are linked with each other and they respect the containment relationship. The methods for linking resources are described in clause 9.4.2.

A link shall contain the following information:

· linkedResourceURL: The target linked resource is given by using the URL of that resource.
· linkRelation: Describes the relationship that the current resource has with the linked resource (only in one direction, i.e. from this resource to the linked resource).

9.4.2
Link Relations
The following link relations are defined.

Table 9.4.2-1: Link Relations
	Linked Resource Type
(link destination)
	Linking Resource Types
 (link origin)
	Linking Method
	Description

	accessControPolicy
	Several 

(e.g., node, AE, remoteCSE, container)
	Attribute named accessControlPolicyIDs
	See clause 9.6.2

	node
	CSEBase, remoteCSE, AE
	Attribute named nodeLink
	See clause 9.6.18

	CSEBase or remoteCSE
	node
	Attribute named hostedCSEID
OR
parent resource of type CSEBase
	See clause 9.6.3

See clause 9.6.4



	a parent resource of any resourceType
	a child resource of any resourceType
	Attribute named parentURL
	See clause 9.6.1

	a child resource of any resourceType
	a parent resource of  any resourceType
	Child resource of a specific type
	See clause 9.6.5

	mgmtObj
	mgmtObj
	Attribute named:

mgmtLink
	See clause 9.6.15


-----------------------End of change 12---------------------------------------------

-----------------------Start of change 13-------------------------------------------

9.6.1
Common Attributes

Many of the attributes of the resources described in the present document are common. Such attributes are described here once in order to avoid duplicating the description for every resource that contains it.

Attributes that are only used in one or two resource types are described only in the clause specific for that resource type.

Table 9.6.1-1: Common Attributes
	Common Attribute
	Description

	resourceType 
	Resource Type. This Write Once (assigned at creation time. and then cannot be changed) resourceType attribute identifies the type of resources as specified in clause 9.6. Each resource shall have a resourceType attribute.

	resourceID
	This attribute is an identifier for the resource as defined in the clause 7. 

This attribute shall be provided by the hosting CSE when it accepts a resource creation procedure. The hosting CSE shall assign a resourceID which is unique in the CSE. 

	parentURL
	The system shall assign the value to this attribute according to the parameters given in the CREATE Request.

It establishes the parent-child relationship by locating the parent of this child resource. Such identifier shall use the non-hierarchical URL representation. 

	accessControlPolicyIDs
	The attribute contains a list of identifiers (either an ID or a URL depending if it is a local resource or not) of <accessControlPolicy> resources. The privileges defined in the <accessControlPolicy> resources that are referenced determine who is allowed to access the resource containing this attribute for a specific purpose (e.g. Retrieve, Update, Delete, etc.).

If a resource type does not have an accessControlPolicyIDs attribute definition, then the accessControlPolicy for that resource is governed in a different way, for example, the accessControlPolicy associated with the parent may apply to a child resource that does not have an accessControlPolicyIDs attribute definition, or the privileges for access are fixed by the system. Refer to the corresponding resourceType and procedures to see how permissions are handled in such cases.

If a resource type does have an accessControlPolicyIDs attribute definition, but the (optional) accessControlPolicyIDs attribute is not set, or it is set to a value that does not correspond to a valid, existing <accessControlPolicy> resource, or it refers to an <accessControlPolicy> resource that is not reachable (e.g. because it is located on a remote CSE that is offline or not reachable), then the system default access permissions shall apply.

All resources are accessible only if the privileges from the Access Control Policy grants it, therefore all resources shall have an associated AccessControlPolicyIDs attribute, either explicitly (setting the attribute in the resource itself) or implicitly (either by using the parent privileges or the system defaults). Which means that the system shall provide a default access privileges in case that the Originator does not provide a specific AccessControlPolicyIDs during the creation of the resource, Default access grants the configured privileges to the originator (e.g. depending on the prefix of URI of the resource).

This attribute is absent from the resource in some cases, especially if the resource shall have the same privileges of the parent resource; such an attribute is therefore not needed.

To update this attribute, a hosting CSE shall check whether an originator has Update permission in any selfPrivileges of the <accessControlPolicy> resources which this attribute originally indicates.

	creationTime
	Time/date of creation of the resource.

This attribute is mandatory for all resources and the value is assigned by the system at the time when the resource is locally created. Such an attribute cannot be changed.

	expirationTime
	Time/date after which the resource will be deleted by the hosting CSE. This attribute can be provided by the originator, and in such a case it will be regarded as a hint to the hosting CSE on the lifetime of the resource. The hosting CSE can however decide on the real expirationTime. If the hosting CSE decides to change the expirationTime attribute value, this is communicated back to the originator.

The lifetime of the resource can be extended by providing a new value for this attribute in an UPDATE operation. Or by deleting the attribute value, e.g. by not providing the attribute when doing a full UPDATE, in which case the hosting CSE can decide on a new value.

This attribute shall be mandatory. If the originator does not provide a value in the CREATE operation the system shall assign an appropriate value depending on its local policies and/or M2M service subscription agreements.

	lastModifiedTime
	Last modification time/date of the resource.
This attribute shall be mandatory and its value is assigned automatically by the system each time that the addressed target resource is modified by means of the UPDATE operation.

	stateTag
	An incremental counter of modification on the resource. When a resource is created, this counter is set to 0, and it will be incremented on every modification of the resource. 
NOTE 1: In order to enable detection of overflow, the counter needs to be capable of expressing sufficiently long numbers. .

NOTE 2: This attribute has the scope to allow identifying changes in resources within a time interval that is lower than the one supported by the attribute lastModifiedTime (e.g. less than a second or millisecond). This attribute can also be used to avoid race conditions in case of competing modifications. 

Modifications (e.g. Update/Delete) can be made on the condition that this attribute has a given value.

	labels
	Tokens used as keys for discovering resources.
This attribute is optional and if not present it means that the resource cannot be found by means of discovery procedure which uses labels as key parameter of the discovery.

	link
	This attribute shall be present only on the announced resource. This attribute shall provide the link (URL) to the original resource. 

	announceTo
	This attribute may be included in a CREATE or UPDATE Request in which case it contains a list of URLs/CSE-IDs which the resource being created/updated shall be announced to.
This attribute shall only be present at the original resource if it has been successfully announced to other CSEs. This attribute maintains the list of URLs to the successfully announced resources. Updates on this attribute will trigger new resource announcement or de-announcement.

	announcedAttribute
	This attributes shall only be present at the original resource if some Optional Announced (OA) type attributes have been announced to other CSEs. This attribute maintains the list of the announced Optional Attributes (OA type attributes) in the original resource. Updates to this attribute will trigger new attribute announcement if a new attribute is added or de-announcement if the existing attribute is removed.


-----------------------End of change 13---------------------------------------------

-----------------------Start of change 14-------------------------------------------

Rename the “parentID” attribute everywhere to “parentURL”
-----------------------End of change 14---------------------------------------------
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