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1 Introduction
Note: by necessity, this introduction (section 1) includes terminology that is not clearly defined. The terminology used in this introduction should not be considered as part of the proposal.
Note for R01, R02, R03, R04, R05: some text has been moved around – changes resulting from moving text have not been shown in change bars. 
Note for R03: R03 has only minor changes to R02 resulting from comments on the oneM2M_REQ mailing list – these changes are primarily in section 3.1.
Note for R05: only changes to R04 are shown.
1.1

Background
The field of “M2M communication” incorporates industry stakeholders from a wide variety of backgrounds – perhaps wider than any other organization that has attempted to generate common specifications. This is reflected in the membership of oneM2M, which will only grow more diverse.

Discussion in such a diverse group is challenging for many reasons.

· Differing terminology

· Use of overloaded terminology such as “application”, “service”, “transport”.

· Differing assumptions about the roles of industry stakeholders and relationships between these stakeholders
· Differing assumptions about what technical areas oneM2M will focus on. This point is perhaps the most important, since progress on technical specifications will be very difficult until we are in agreement on these focus areas.
1.2

Purpose

The goal of this contribution is to introduce some potential ideas for vocabulary that will be useful in expressing stakeholder roles and relationships and the focus areas for technical work in oneM2M. It is quite difficult to find a vocabulary that is self-consistent with appropriate terms that suggest the intended meaning. 

Section 2 provides some general terminology, that is, terminology that is not specific to M2M use cases. Observe that some of these terms are “building blocks” that are unlikely to be used in oneM2M TRs or TSs, but which make it easier to provide consistent definitions. An example is the term “impact”.  

Section 3 provides some basic M2M-specific terminology.
While Qualcomm feels the proposed terminology has merit, the main goal of this contribution is stimulate discussion. We feel that this terminology (or something like this) is essential to ensure we have a common language for oneM2M members to express. We welcome feedback and suggestions for improving the proposed terminology. Furthermore, we are sure that there are many more terms to be included in the vocabulary –this list of terminology is not aiming to be exhaustive.
1.3

Notation

Terminology defined in the glossary is highlight in bold font. Some terminology may have common usage in addition to the usage defined in this glossary – if the term is not in bold font then the common usage of the term should be assumed, and if the text is in bold type then the glossary definition of the term should be assumed. For example, the word “role” (in bold type) should be assumed to have to the specific meaning of role in the glossary, while the word “role” (not in bold type) assumes the common usage of the term.
In this section, the definitions are presented in tables with the first column containing the terminology and the second column containing the definition.

Where the adjective “particular” precedes a noun in the definition of a term, then this indicates that term is used in reference to some explicitly or (more typically) implicitly scope of the associated noun.
Note: the terminology is generally introduced in logical order – building up definitions on previously defined terminology. The terminology is not introduced in alphabetical order.

Key to font colours and highlighting:

Bold type indicates terminology defined for oneM2M specifications.
Italic type indicates note text or example text.
Text in red font and yellow highlighting indicates definitions or terminology that we feel needs further work.
[Contributor notes, (such as notes on areas for further work) are listed inside square brackets with red italic font and no highlighting]

Green highlighting provides the text name for a cross-referenced section (to ensure the cross-referenced section can be located if the text is re-organized)
	Important notes are provided in boxes with an orange background


2 General Terminology

These definitions are not specific to M2M scenarios.
2.1 Fundamental Terminology

First, we build up some terminology related to stakeholders, relationships and roles.
	Impact
	An impact is the effect on a particular person or legal entity as the result of an event in a particular scenario. Impact could include tangible impact (e.g. equipment ceases functioning) and/or intangible impact (e.g. loss of private or confidential data, loss of data integrity affecting human decisions, change in reputation).

	Stakeholder
	A person or legal entity impacted in a particular scenario

	Expectation
	An understanding of the degree to which a first set of stakeholders is expected to influence the impact on a second set of stakeholders in particular scenarios. See Note 2.1-1

	Relationship
	A grouping of expectations existing between particular stakeholders. 

	(Stakeholder) Role
	A classification of a stakeholder according to a set of relationships with other stakeholders in a particular scenario. See Note 2.1-2 

	Legitimate Role
	A role that a particular stakeholder is intended to assume in a particular scenario

	Legitimate stakeholder
	A stakeholder that is intended to assume a particular legitimate role in the particular scenario

	Adversary
	A role of a stakeholder that intends to exceed the expectations of the legitimate roles of that stakeholder in the particular scenario. See Notes 2.1-3 and 2.1-4


Note 2.1-1: the sets of stakeholders need not be mutually exclusive.
Note 2.1-2: A stakeholder may assume multiple roles in a particular scenario; and in distinct scenarios, a single stakeholder may assume distinct roles
Note 2.1-3: A particular stakeholder could be a legitimate stakeholder in a particular scenario, but still be an adversary because they are trying to exceed the expectations of that legitimate role (or attempting to assume a role that is not a legitimate role of that stakeholder). For example, a legitimate network subscriber could be an adversary because they are attempting to assume the role of network operator (e.g. providing other stakeholders with free network services).    
Note 2.1-4: This definition will be useful in defining security requirements. 
Next, we build up some terminology related to systems, capabilities and layers.
	(Logical) Function
	A process generating output and/or influencing its state information (if any) in response to received information. See Note 2.1-5

	Capability
	A set of one or more functions and associated interfaces that provide {alternatively forms?} one ability to perform certain tasks

	Layered Model and Layer
	A layered model is a partitioning of a set of functions into sub-sets of functions represented by layers, using the following principles:

1. Each layer represents a well-defined, distinct and highly cohesive set of functions, with obvious boundaries between the layers.

2. The boundaries of the layers should be placed to minimize the flow of information across boundaries between the layers.
3. The functions of each layer should allow (horizontal) interfaces between components in that layer.
4. The functions of a layer can make use of the functions of the layers below it.
[Contributor’s note: At this point in time it is not clear if we want to allow a layer to interact only to the layers immediately above and below, or if a layer can interact with other layers also. This is for future discussion.]

See Note 2.1-7, Note 2.1-8.

	Sub-Layer
	A layer of a layered model when the modelled set of functions is itself a layer.


Note 2.1-5: the “output” in the first sentence should not be considered to be restricted to digital output.
Note 2.1-8: This definition is a version of the design principles of the ISO OSI layering (I do not have a good reference for this, other than seeing the principles at http://www.dummies.com/how-to/content/getting-to-know-the-osi-model-for-the-ccna-exam.html . 
	Generic
	Intended to be useful for most or all industry segments. Note: intended to be not-specific to any particular industry segment


2.2

Objects
2.2.1

Motivation and Definition of an Object
The end goal of the service layer (see definition below) is to facilitate interactions amongst components in the system that result in one or more of the following outcomes:
1. Influencing an event that is external to the system (for example, sending an instruction to an actuator or sending a file to an external system) ;
2. Being influenced by an event that is external to the system (for example, receiving a reading from a sensor or receiving a file from an external system) ;
3. Influencing the operation of a component (for example, sending a configuration file or software);
4. Being influenced by the operation of a component (for example, receiving an error log or performance report from the component).

The “influencing” and “being influenced by” is assumed to occur by communication within the system. “Influencing” is assumed to occur by having a message sent to a uniquely-identifiable function where the current and past inputs to the function can directly influence
· Events that are external to the system (outcome 1), and/or

· The operation of a component (outcome 3).

“Being influenced by” is assumed to occur as a result of a message received (somewhere in the system) from a uniquely-identifiable function, where the current and future outputs to the function can be directly influenced by
· Events that are external to the system (outcome 2), and/or

· The operation of a component (outcome 4).

All four outcomes utilise functions with the properties that 
· The system can facilitate communicating messages to and from the functions, and

· The functions are uniquely-identifiable within the system for the purpose of communicating messages to and from the functions.
To assist, we use the following term for the general class of functions satisfying this property, because this class of functions is used frequently in our definitions.
	Object
	A classification of a function that has the properties that:

· The system can facilitate communicating messages to and from the function, and
· The function is uniquely-identifiable within the system for the purpose of communicating messages to and from the function.


An important class of objects are those objects that achieve the four outcomes – these are defined in Sections 2.2.2 [Generic Edge Terminology] and Section 2.2.3 [Generic Management Terminology]. However, objects can exist that have no direct relationship to the four outcomes.
Note 2.2.1-1: Not all functions are objects. Many functions internal to a piece of equipment are cannot be communicated with from outside the equipment, for example, many functions of the operating system – such functions are not objects.  In these definitions, we have not found a need to refer to functions that are not objects, so we have not assigned a term for such functions.
2.2.2
Generic Edge Terminology
The following terminology related to outcomes 1 and 2 in Section 2.2.1 [Motivation and Definition of Objects]:

	Edge Event 
	A classification of an event that is external to a particular system;  for which at least one of the following holds true for this event:
· The event directly influences the current or future output from an object (in the particular system); 
· The past or current input to an object (in the particular system) directly influences the event.
See Example 2.2.2-1 and Example 2.2.2-2

	Edge Object
	A classification of an object internal to a particular system; for which at least one of the following holds for that object:
· Edge events (of the particular system) directly influence the current or future output from the object; 

· The past or current input to the object directly influences edge events (of the particular system).

See Example 2.2.2-1, Example 2.2.2-2, and Note 2.2.2-1.

	Edge Actor
	A classification of a component internal to a particular system; wherein that component, through internal communication with a particular set of one or more edge objects is able to influence edge events and/or be influenced by edge events (if they occurred). The internal communication, one or more edge objects, and edge events are defined with respect to the particular system. See Note 2.2.2-2.


Example 2.2.2-1: These examples are related to a system consisting of an M2M Solution which is defined in Section 3.1. Examples of edge objects and edge events in the M2M Solution include the following:

· An object corresponding to an actuator is an edge object because content destined for that object can result in a change to a physical environment (which is outside the system and is consequently an edge event). 
· An object corresponding to a sensor is an edge object because content from that object can be influenced by measurements of the physical environment (which is outside the system and is consequently an edge event).
Example 2.2.2-2: An object exchanging data with an external system can be considered an edge object, with the exchanged data constituting the edge content. An electronic mail server is an example of such an edge object, with the electronic email corresponding to the edge content.
Note 2.2.2-1: An edge object could be located anywhere in the system. For example, an edge object could be located at a remote device (as in Example 2.3-1) or could be located at the back-end infrastructure (as in Example 2.3-2). 

Note 2.2.2-2: An edge actor could be the component equivalent of a user (defined in Section 2.3 [Some Generic Roles]).
	An important note regarding “classification” of things: The concept of role has proven very useful in describing stakeholders since it is a classification, and a stakeholder may assume more than one role. It is useful to extend this idea to other “things” such as functions, components, interfaces and services: defining terms that are classifications of “things”, and allowing “things to assume multiple classifications. The oneM2M defined term role has been reserved for use only with stakeholders, and so we cannot use role with other “things”. Instead, we begin the definition of such terms with text “A classification of…”.

Example: consider the definition of edge object above. An edge object is defined as a classification of an object. Being an edge object is akin to a specific “role” of an object. An edge object may have other classifications – for example, an edge object could also be a management object (defined below).


2.2.3
Generic Management Terminology
The events, objects, etc. related to outcomes 3 and 4 in Section 2.2.1 [Motivation and Definition of Objects] use the following terminology:
	Management Target 
	A classification of a component associated with a particular system;  for which there is an object in the particular system for which at least one of the following holds:
· The operation of the component can be influenced by the past or current input to the object.

· The current or future output from the object can be influenced by the operation of the component. 

	Management Event
	A classification of an event associated with a particular management target of a particular system;  for which at least one of the following holds true for this event:

· An event changing the operation of the management target, influenced by the past or current input to an object (in the particular system).

· An event resulting in the current or future output from an object (in the particular system) is influenced by the operation of the management target. 
See Note 2.2.3-1


	Management Object
	A classification of an object internal to a particular system; where at least one of the following holds for that object:
· The operation of a management target (of the particular system) can be influenced by the past or current input to the object.

· The current or future output from the object can be influenced by the operation of a management target (of the particular system).

	Management Actor
	A classification of a component (internal to a particular system); wherein that component, through internal communication with a particular set of one or more management objects, is able to influence management events and/or be influenced by management events (if they occurred). 
In the above: the internal communication and management objects are internal to the particular system; and the management events are associated with the particular system. See Note 2.2.3-2


Note 2.2.3-1: The management target can be a component internal to the system, or can be a component of an external system.
Note 2.2.3-2: A management actor could be the component equivalent of a management consumer (defined in Section 2.3 [Some Generic Roles]).
2.3

Some Generic Roles 
We remind the reader of Note 2.1-2 above.

[Contributor’s note: there are bound to be other roles to be defined.]
	Owner
	A role for the legitimate stakeholder who is responsible for the decision to use a particular implementation of a particular component and responsible for the decisions about management events changing operation of the component. See Note 2.3-1 

	Provider 
	A role for a legitimate stakeholder who is has a relationship with other legitimate stakeholders in which one expectation is that the provider allows the other legitimate stakeholders to consume particular services. See Note 2.3-2

	Consumer
	A role for a legitimate stakeholder that is allowed (by a provider) to consume particular services. See Note 2.3-2


	Subscriber
	A role for a legitimate stakeholder who is accountable to a provider for consumption of a service by either the subscriber or other consumers that are authorized by the subscriber. [Contributor’s note: This concept of a “subscriber” is not the concept involved in a “subscribe/notify” mechanism such as mentioned in HLR-029, HLR-030 and HLR-032. Appropriate terms for that concept are for future study.]

	Subscription
	A classification of an agreement; where the agreement is between a provider and a subscriber for consumption of a service. A subscription is typically a commercial agreement. [Contributor’s note: This concept of a “subscription” is not the concept involved in a “subscribe/notify” mechanism such as mentioned in HLR-029, HLR-030 and HLR-032. Appropriate terms for that concept are for future study.]

	User
	A role for a consumer who would be impacted by edge events (if they occurred) at a particular set of one or more edge objects

	Management Consumer
	A role for a consumer who would be impacted by management events (if they occurred) at a particular set of one or more management objects


Note 2.3-1: The owner can delegate responsibility to other stakeholders, but the owner assumes ultimate responsibility.

Note 2.3-2: A stakeholder may assume the role of a provider (providing services) while also assuming the role of a consumer by outsourcing some services to other providers. A provider may also consume its own services.
3 The Service Layer

3.1

Basic M2M-Specific Vocabulary

	An important note regarding using of the “M2M” prefix: Whenever in this document a term “M2M Xyz” (e.g. M2M System, M2M Solution, M2M Service) is used, then the prefix “M2M” should indicate that – unless otherwise indicated – the term identifies an entity Xyz that complies with oneM2M specifications.


The core definition, upon which all other M2M-specific definitions rely, is that of M2M communication.
The primary goals of M2M communication are (a) to assist users by enabling communication to and from edge objects and (b) to assist management consumers by enabling communication to and from management objects.

	M2M Communication
	A classification of communication within a particular system that satisfies all of the following criteria:

1. The communication results in input to or output from an edge and/or management object  of the particular system; and
2. The communication is triggered with little or no human intervention. 
[Contributor’s note: this definition is inspired by the Introduction to ETSI TR 102.689 “Machine-to-Machine communications (M2M); M2M service requirements”]
See Note 3.1.1

	M2M Solution
	A classification of a set of deployed systems satisfying all of the following criteria:

1. The set of deployed systems satisfies the end-to-end M2M communication requirements of particular users and/or management consumers; and 
2. Some part of the set of deployed systems is realized by including services compliant to oneM2M specifications.


Note 3.1.1: This definition attempts to encompass all communication that could be considered M2M communication, even if the current release of oneM2M specifications does not address some communication that falls under this definition. Later sections of this document will provide a more detailed description of the M2M communication that is addressed by the current release of oneM2M specifications. It is hoped that this definition of M2M communication will remain valid across multiple releases.
M2M communication enables interactions between objects, where either object could be an edge object or a management object. Consequently, although edge objects and management objects differ in their end purpose; these objects are very similar from the perspective of M2M communication. For this reason, we group these both edge objects and management objects under the common name of “application object”. 

	Application Object
	A classification of an object of a particular system satisfying the following criteria:

· The object is at least one of an edge object and management object, and 
· The object acts as an end-point for M2M communication. 
See Note 3.1-2


Note 3.1-2: the “M2M” that typically precedes this term has been omitted since it is obvious in the context of oneM2M documents. However, it is important to ensure use of bold font to denote the oneM2M reserved use of the term “Application”, since we will want to differentiate from other common usages of the word “Application” (e.g. a piece of software).
3.2

The oneM2M Layered Model
The goal of this section is to define a model illustrating (at a high level) the relationship between functional responsibilities of oneM2M technology and the functional responsibilities of related technology that is not specified by in the current oneM2M release.

3.2.1

A High-Level Layered Model for M2M Solutions
In the high-level layered model for M2M Solutions, the underlying network layer is the bottom-most layer, the service layer is the middle layer and the M2M application layer is the upper-most layer, as shown in Figure 2.

	Application 

	Service

	Underlying Network 



Figure 2. The high-level layered model. A grey back ground indicates a layer for which the current oneM2M release specifications are expected to specify only the interactions across boundary shared with the service layer
	Application Layer
	The layer corresponding to the set of application objects and any other functions utilizing the functions exposed by the service layer.  See Note 3.1-3

	Service layer
	The layer corresponding to the set of functions enabling efficient interactions with application objects. See Note 3.2.1-1

	Underlying Network Layer
	The layer corresponding to the set of functions for connectivity and network services including (but not limited to) data transport. Some implementations of the underlying network layer provide more functions than just data transport. For example, some networks provide connectivity functions with policies for access network selection. See Example 3.2.1-1.


Note 3.2.1-1: the “M2M” that typically precedes this term has been omitted since it is obvious in the context of oneM2M documents. Unless otherwise specified, this term refers specifically to the service layer of the oneM2M system.
Example 3.2.1-1: Examples of underlying network layer technologies include access networks, core networks, IP clouds, backbones and busses.

	An important note regarding layer boundaries: Significant effort has been invested in defining the application layer, service layer and underlying network layer so that there are clear boundaries between the layers. However, there is nothing preventing a deployment using application layer functions to provide functionality already available in the service layer (for example, the application layer functions could provide their own “store and forward” mechanisms). Similarly, there is nothing preventing a deployment using underlying network layer functions to provide functionality already available in the service layer (for example, the underlying network layer functions could provide their own “store and forward” mechanisms). 


	An important note regarding elements associated with a layer: Functions, interfaces, components and capabilities within the [name] layer can be referred to using the terminology [name] functions, [name] interfaces, [name] component and [name] capabilities respectively. For example, functions, interfaces, components and capabilities within the service layer can be refer to as service functions, service interfaces, service components and  service capabilities.


Note 3.2.1-2: An M2M solution consists of a combination of application capabilities, service capabilities and underlying network capabilities.

	oneM2M System (or “The M2M System”)
	oneM2M-specified behaviour for (a) service layer functions and (b) the interactions of those service layer functions with the underlying network layer and the application layer


3.2.2

Services Associated With the Layers
It is helpful to define the services associated with the layers we have defined.
	Application Services
	A classification of a set of services which include providing access to one or more application capabilities. See Note 3.3-1 and Note 3.2.2-1.

	Management Services
	A classification of a set of application services enabling management customers to interact with management objects 

	M2M Services
	A classification of a set of services which include providing access to one or more service capabilities. See Note 3.2.2-2. [Contributor’s note: if using a consistent naming scheme for the layers, these services would be called “Service services”, which would look unprofessional. I have chosen “M2M Services” as an alternative. Perhaps this is good motivation to change the name of the “service layer” to “M2M Layer” or “M2M Handling Layer” or some other name?]

	oneM2M Services
	A classification of a set of services which include providing access to one or more service capabilities from the oneM2M system

	Underlying Network Services
	A classification of a set of services which include providing access to one or more underlying network capabilities. See Note 3.2.2-3.


Note 3.2.2-1: 
· With respect to interactions with application capabilities, the current oneM2M release specifies only how application capabilities interact with service capabilities, and do not specify any details internal to application capabilities. 
· With respect to interactions with the application services, the current oneM2M release specifies only how application services interact with M2M service, and do not specify any details internal to application service. 
· With respect to relationships with the application service providers, the current oneM2M release discusses only the relationship between application service providers/consumers interact with M2M service providers/consumers. The current oneM2M release does not specify any details regarding the relationship between application service providers and consumers.  
Note 3.2.2-2: M2M services are expected to be generic, that is, useful to most industry segments. However, this is not a strict rule – there is nothing to prevent offering M2M services to only one or a few industry segments.

Note 3.2.2-3: 

· With respect to interactions with underlying network capabilities, the current oneM2M release specifies only how underlying network capabilities interact with service capabilities, and do not specify any details internal to underlying network capabilities. 
· With respect to interactions with the underlying network services, the current oneM2M release specifies only how underlying network services interact with M2M service, and do not specify any details internal to underlying network service. 
Note: 3.2.2-4: Alternatively, oneM2M services are M2M Services providing access only to service capabilities from the oneM2M system.

	An important note regarding service classifications: These terms are classifications of a set of services, and a set of services could fall under more than one classification. For example, a set of service could be both application services and M2M services. Likewise, a set of services could be both an M2M services and underlying network services. 

In some scenarios, particular services might be best considered as  M2M services, while in other scenarios, those same services might be best considered as  application services.

Example: Stakeholder A provides M2M services, including the ability to perform analytics (See contribution “oneM2M-REQ-2013-0102-Analytics_for_oneM2M” from Cisco). Consider the following two scenarios:

· Stakeholder B is a user who directly accesses the outputs of these analytics from Stakeholder A. From the perspective of Stakeholder B, the analytics provided by Stakeholder A is an application service.

· Stakeholder C accesses the outputs of the analytics, and then applies further processing to produce data for Stakeholder D (a user).  From the perspective of Stakeholders C and D, the analytics provided by Stakeholder A is an M2M service.

In the first scenario, the analytics service of Stakeholder A is viewed as an application service, while in the second scenario, the analytics service of Stakeholder A viewed as an M2M service.

So we see that the one set of services (in this example, analytics) can be given different classifications, dependent on the scenario and the perspective of the stakeholder.

When using these terms (application services, M2M services and underlying network services) one must remember the following:

· There are no strict boundaries between application services, M2M services and underlying network services.
· There is no strict way of determining what classification is best to assign for a particular set of services, since this can depend on the scenario and the perspective of the various stakeholders.


3.2.3

Stakeholder Roles Associated with the Layers

With these services defined in section 3.2.2 [Service Associated With the Layers], it is simple to define providers and consumers of those services. We start by defining providers and then define (and discuss) the consumers.

	Application Service Provider
	The role of a provider of application services in a particular scenario. See Note 3.2.2-1 

	Management Service Provider
	The role of a provider of management services in a particular scenario

	M2M Service Provider 
(M2M SP)
	The role of a provider of M2M services in a particular scenario. See Note 3.2.2-2 and Note 3.2.3-1

	Network Operator
	The role of a provider of underlying network services that include a wide area network (WAN) in a particular scenario. See Note 3.2.3-2

	LAN provider
	The role of a provider of underlying network services that include a local area network (LAN) in a particular scenario. See Note 3.2.3-3


Note 3.2.3-1: Unless otherwise stated, it is assumed that these M2M services include oneM2M services.  

Note 3.2.3-2: A stakeholder that operates their own wide area network (for example, an electricity provider who operators their own power line communication network over electric cables) can also be called a network operator.  

Note 3.2.3-3: The LAN provider is typically a user, but could also be a M2M service provider or network operator.
	An important note regarding service provider and consumer roles: See also “An important note regarding service classifications” in Section 3.2.2 [Services Associated With the Layers]
A stakeholder can assume more than one of these roles. For example, some underlying network providers wish to also provide M2M services, and in these cases, the underlying network providers also assume the role of M2M service provider.

In some scenarios, particular stakeholder might be best considered as an M2M service provider, while in other scenarios, that same stakeholder might be best considered as an application service provider. 

Example: in the example in “An important note regarding service classifications” above, Stakeholder A assumes the role of application service provider in the first scenario, and the role of M2M service provider in the second scenario.
Consequently, there is no strict way of determining what role is best to assign to a particular stakeholder, since this can depend on the scenario and the perspective of the various stakeholders.


We now define and discuss the consumers, starting with the application service consumer.

	Application Service Consumer
	The role of a consumer of application services in a particular scenario. Note 3.2.3-4 and Note 3.2.3-5


Note 3.2.3-4: As mentioned in Note 3.2.2-1, the details of the relationships between application service provider and application service consumer are not discussed in the current oneM2M specifications. The current oneM2M specifications do not place any requirements on the relationship between the application service provider and application service consumer. However, it is useful to clarify some points to ensure that no un-necessary assumptions are placed on these relationships or the stakeholders.
Note 3.2.3-5: An application service consumer can be a user or management consumer (noting that these terms have already been defined above). However, an application service consumer could also be an intermediary who will then be acting as application service provider to other application service consumers. See Example 3.2.2-1
Example 3.2.3-1: Stakeholder A provides a weather application service. Stakeholder B consumes the application service of Stakeholder A to obtain weather information relevant for agriculture applications. In the relationship between Stakeholder A and Stakeholder B, Stakeholder A assumes the role of application service provider and Stakeholder B assumes the role of application service consumer. The edge events in this scenario are weather events.

Stakeholder B provides an agriculture-specific weather application service.  Stakeholder C is a farmer who consumes the application service of Stakeholder B to obtain agriculture-specific weather information relevant to Stakeholder C’s farm. In the relationship between Stakeholder B and Stakeholder C, Stakeholder B assumes the role of application service provider and Stakeholder C assumes the role of application service consumer. 

Stakeholder C is impacted by the weather events (which are the edge events) and so Stakeholder C assumes the role of a user.

In this example we see that Stakeholder B assumes the role of both an application service consumer and an application service provider. Furthermore, Stakeholder B is not impacted by the weather, and so Stakeholder B does not assume the role of user.
	M2M Service Consumer 
	The role of a consumer of M2M services in a particular scenario. See Note 3.2.2-2, Note 3.2.3-1, Note 3.2.3-6  


Note 3.2.3-6:  An M2M service consumer could also be an intermediary who will then be acting as M2M service provider to other M2M service consumers. See Example 3.2.2-2.
Example 3.2.3-2: Stakeholder A provides a regional M2M service (for example, Stakeholder A could be a regional mobile network operator). Stakeholder B provides world-wide M2M service enabling manufacturers to perform remote diagnostics and other remote management of the manufacturer’s products that have been distributed world-wide. Stakeholder C is a manufacturer that uses the services of Stakeholder B.
Stakeholder B consumes the M2M service of Stakeholder A to communicate with products in the region served by Stakeholder A. In the relationship between Stakeholder A and Stakeholder B, Stakeholder A assumes the role of M2M service provider and Stakeholder B assumes the role of M2M service consumer. 

Stakeholder C is consumes the M2M service of Stakeholder B to perform remote diagnostics and other remote management of the manufacturer’s products that have been distributed world-wide. In the relationship between Stakeholder B and Stakeholder C, Stakeholder B assumes the role of M2M service provider and Stakeholder C assumes the role of M2M service consumer. 

In this example, we see that Stakeholder B assumes the role of both an M2M service consumer and an M2M service provider. 
	Network Subscriber 
	The role of a subscriber of the underlying network services of a network operator in a particular scenario. See Note 3.2.2-7


Note 3.2.3-7: The current oneM2M specifications are expected to place no requirements on the relationships between network operators and network subscribers. 

3.2.4

Implementations Related to the Layers

This section provides classification for implementations related to the application layer, service layer and underlying network layer. Since these terms are all classifications, a particular implementation may be referred to using more than one of these classifications. 
The word “node” is appended when classifying implementations including functions from the application layer, service layer and underlying network layer
	Application Node/ Application
	A classification of a particular implementation that includes functions in the application layer. See Note 3.2.4-1.

	Service Node
	A classification of a particular implementation that includes functions in the service layer 

	Underlying Network Node
	A classification of a particular implementation that includes functions in the underlying network layer


Note 3.2.4-1: The terms application and application node are both acceptable here.
The word “host” is appended when classifying implementations that “host” (or are capable of “hosting”) application nodes, M2M nodes, and underlying network nodes. We first define what is meant by “host” and then define the classifications of “hosts”
	Host
	1. (Verb) to provide an environment in which one or more particular implementations are being executed.

2. (Noun) a classification of a particular implementation that is hosting, or is capable of hosting, one or more other particular implementations. See Note 3.2.4-2 and Note 3.2.4-3.

	Application Host
	A classification of an implementation that hosts (or is capable of hosting) one or more applications

	Service Host
	A classification of an implementation that hosts (or is capable of hosting) one or more service nodes

	Underlying Network Host
	A classification of an implementation that hosts (or is capable of hosting) one or more underlying network nodes. 


Note 3.2.4-2: The implementation of the host is not constrained in any way. Examples (of how a host could be implemented) include, but are not limited to the following: 
· A host could be constrained to a single piece of equipment. In this case any of the following can be classified as a host: the piece of equipment, the operating system, a virtual machine, sandbox etc.
· A host could be distributed across multiple pieces of equipment. 

· A host could be implemented using cloud services.
Note 3.2.4-3: In many cases, an implementation could be referred to as both a “host” and a “node”.  The most appropriate term to use can depend on man factors such as the scenario being discussed and the particular deployments in the scenario. No specific guidance is provided on which term to use in such circumstances.
Annex A
Communication Model for a Layered Model
[Contributor’s Note: this explanation is simply our understanding of how communication in a layered model is generally understood to work. We are not trying to specify anything, just provide information that oneM2M members can use for evaluating if a layered model is appropriate way of partitioning capabilities relevant to M2M use cases. The explanation may have errors. ]
A.1
Example of Direct Communication in a Layered Model

Consider case where the bottom-most layer components (on distinct component of the layered system) can communicate directly - that is, all communication is not via other components of the layered system. For this explanation, the components of the layered system are denoted the sending component and the destination component.
In these cases, communication of a message from a layer component in layer X of the sending component to a layer component in layer X of the destination component is assumed to follow the path of blue arrows shown in Figure 4.
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Figure 4. The path of communication between layer components of a layered system, where communication occurs directly (that is, not via other layered components). “P&P” stands for “Parse and process”.  Colors are used to distinct layers for the purpose of improving readability. The communication follows the path of the blue arrows. The thicker lines that are not blue indicate layer interfaces.
A text description of the communication model is the following.

1. The data follows a path from the layer components in layer X down to the bottom-most layer component of the sending component. The layer components, starting at layer X and progressing downwards, perform the following:

1.1. In layers below layer X, the layer component receives the message(s) as data that is opaque to the current layer (along with other appropriate parameters) from the layer component of a layer above it.
1.2.  In all layers, the layer component forms message(s) in accordance with its layer interfaces. In layers below layer X, the message(s) received from the layer component of the layers above are included as opaque data in some messages(s) of this layer’s interfaces. 

1.3. In layers above the bottom-most layer, the layer component passes that message and other appropriate parameters to the layer component of the appropriate lower layer.  In some cases, the appropriate lower layer is the layer immediately below the current layer, while in other cases the appropriate lower layer even lower layer.  The message(s) will be data that is opaque to the layer component of the lower layer(s). The layer component of the lower layer then proceeds from step 1.1.
2. The data follows a path from bottom-most layer component of the sending component to the bottom-most layer component of the destination component.
3. The data follows a path from bottom-most layer component to the layer X component of the destination component. The layer components, starting at bottom-most layer component and progressing upwards, perform the following:
3.1. In layers above the bottom-most layer, the layer component receives the message(s) (along with other appropriate parameters) from a layer component below that layer. The message(s) would have been data that was opaque to the layer component in the lower layer(s).
3.2. In all layers, the layer component parses and processes the message(s) in accordance with its layer interfaces. 

3.3. In layers below layer X, some of the opaque data extracted from the message(s) by this layer component are message(s) intended for the layer component of an upper layer. The layer component passes these message(s) and other appropriate parameters to the layer component of the upper layer. In some cases, the upper layer is the layer immediately above the current layer, while in other cases the upper layer is an even higher layer.  The layer component of the upper layer then proceeds from Step 3.1.

A.2
Example of Indirect Communication in Layered Model

Now consider case a where the layer components at lower layers communicate via two other intermediate components of the layered system. For this explanation, the components of the layered system are denoted the sending component, the first intermediate component, the second intermediate component and the destination component, as shown in Figure 5.
In these cases, communication of a message from a layer component in layer X of the sending component to a layer component in layer X of the destination component is assumed to follow the path of blue arrows shown in Figure 5. 
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Figure 5. The path of communication between a sending component and a destination component, where communication transits a first intermediate component and second intermediate component. “P&P” stands for “Parse and process”. Colors are used to distinct layers for the purpose of improving readability. The communication follows the path of the blue arrows. The thicker lines that are not blue indicate layer interfaces.
A text description of the communication model is the following.

1. The data follows a path from the layer components in layer X down to the bottom-most layer component of the sending component. The layer components, starting at layer X and progressing downwards, perform steps 1.1, 1.2 and 1.3 from Section 6.1.1 [Example of Direct Communication in a Layered Model]. 

2. The data follows a path from bottom-most layer component of the sending component to the bottom-most layer component of the first intermediate component.
3. The data follows a path from bottom-most layer component to the layer B component of the first intermediate component. The layer components, starting at bottom-most layer component and progressing upwards to layer B, perform the perform steps 3.1, 3.3 and 3.3 from Section Section 6.1.1. 

4. The message(s) from layer W appear as opaque data to the layer component in layer B in the first intermediate component. This layer component can perform operations treating these message(s) from layer W as opaque data (e.g. aggregating with other message(s) from layer W,  appending with additional data), prior to beginning to process of using layer B interfaces to send the result to the second intermediate component.

5. The data follows a path from the layer components in layer B down to the bottom-most layer component of the first intermediate component. The layer components, starting at layer B and progressing downwards, perform steps 1.1, 1.2 and 1.3 from Section 6.1.1. 

6. The data follows a path from bottom-most layer component of the first intermediate component to the bottom-most layer component of the second intermediate component.
7. The data follows a path from bottom-most layer component to the layer W component of the second intermediate component. The layer components, starting at bottom-most layer component and progressing upwards to layer W, perform the perform steps 3.1, 3.3 and 3.3 from Section 6.1.1. Note that the messages received at layers A and B will have been sent by the first intermediate component, while the message(s) received at layer W will have been sent by the sending component.
8. The message(s) from layer X appear as opaque data to the layer component in layer W in the first intermediate component. This layer component can perform operations treating these message(s) from layer X as opaque data (e.g. aggregating with other message(s) from layer X,  appending with additional data), prior to beginning to process of using layer W interfaces to send the result to the destination component.

9. The data follows a path from the layer components in layer W down to the bottom-most layer component of the second intermediate component. The layer components, starting at layer W and progressing downwards, perform steps 1.1, 1.2 and 1.3 from Section 6.1.1. 

10. The data follows a path from bottom-most layer component of the second intermediate component to the bottom-most layer component of the destination component.
11. The data follows a path from bottom-most layer component to the layer X component of the destination component. The layer components, starting at bottom-most layer component and progressing upwards to layer X, perform the perform steps 3.1, 3.3 and 3.3 from Section 6.1.1. Note that the messages received at layers A, B and W will have been sent by the second intermediate component, while the message(s) received at layer X will have been sent by the sending component.
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