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Introduction
So far semantic functionality is restricted to the semantic information contained in semantic descriptor resources. This is typically meta information, e.g. describing further what information is stored in the content instances of a container, but not the content information itself. Since Release 2 semantic information can be used as part of semantic resource discovery, e.g. “Give me the resources that can provide occupancy information for meeting rooms”, but the current content can not be taken into account, e.g. “Give me the resources that can provide occupancy information for meeting rooms and where the current state is “empty”. In addition the support of semantic queries is being proposed, which would make it possible to directly request information, e.g. “Give me the current occupancy information for meeting rooms” and which would profit from semantic content information (as in the example just mentioned).
In order to enable semantic content information to be used by semantic functionalities, semantic content in content instances needs to be identified as such and taken into account for the semantic functionalities. Semantic content is contained in a <contentInstance>, if the contentInfo attribute identifies a supported representation of semantic information as defined in oneM2M TS‑0004 [3]. In this case, it simply needs to be detailed how content instances containing semantic information are included in semantic operations, which is described in this contribution.
The proposal complements another proposal, where content information is copied to semantic descriptor resources. This is good in the case that information is originally provided in raw format and the same information should also be provided in semantic format. However, in the case that the original information is already in semantic form, this other approach would require a complete duplication of all information. The approach in this contribution avoids such a duplication. 
-----------------------Start of change 1-------------------------------------------
9.6.7
Resource Type contentInstance
The <contentInstance> resource represents a data instance in the <container> resource. The content of the contentInstance can be encrypted.

Unlike other resources, the <contentInstance> resource shall not be modified once created. An AE shall be able to delete a contentInstance resource explicitly or it may be deleted by the platform based on policies. If the platform has policies for contentInstance retention, these shall be represented by the attributes maxByteSize, maxNrOfInstances and/or maxInstanceAge attributes in the <container> resource. If multiple policies are in effect, the strictest policy shall apply.

The <contentInstance> resource inherits the same access control policies of the parent <container> resource, and does not have its own accessControlPolicyIDs attribute.
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Figure 9.6.7-1: Structure of <contentInstance> resource
The <contentInstance> resource shall contain the child resources specified in table 9.6.7-1.

Table 9.6.7-1: Child resources of <container> resource

	Child Resources of <contentInstance>
	Child Resource Type
	Multiplicity
	Description
	<contentInstanceAnnc> Child Resource Types

	[variable]
	<semanticDescriptor>
	0..n
	See clause 9.6.30
	<semanticDescriptor>, <semanticDescriptorAnnc>


The <contentInstance> resource shall contain the attributes specified in table 9.6.7-2.

Table 9.6.7-2: Attributes of <contentInstance> resource

	Attributes of <contentInstance>
	Multiplicity
	RW/

RO/

WO
	Description
	<contentInstanceAnnc> Attributes

	resourceType
	1
	RO
	See clause 9.6.1.3.
	NA

	resourceID
	1
	RO
	See clause 9.6.1.3.
	NA

	resourceName
	1
	WO
	See clause 9.6.1.3.
	NA

	parentID
	1
	RO
	See clause 9.6.1.3.
	NA

	labels
	0..1 (L)
	WO
	See clause 9.6.1.3.
	MA

	expirationTime
	1
	WO
	See clause 9.6.1.3.
	NA

	creationTime
	1
	RO
	See clause 9.6.1.3.
	NA

	lastModifiedTime
	1
	RO
	See clause 9.6.1.3.
	NA

	stateTag
	1
	RO
	See clause 9.6.1.3.

The stateTag attribute of the parent resource should be incremented first and copied into this stateTag attribute when a new instance is added to the parent resource.
	OA

	announceTo
	0..1 (L)
	WO
	See clause 9.6.1.3.
	NA

	announcedAttribute
	0..1 (L)
	WO
	See clause 9.6.1.3.
	NA

	dynamicAuthorizationConsultationIDs
	0..1 (L)
	RW
	See clause 9.6.1.3.
	OA

	creator
	0..1
	RO
	See clause 9.6.1.3.
	NA

	contentInfo
	0..1
	WO
	Information on the content that is needed to understand the content. This attribute is a composite attribute. It is composed first of an Internet Media Type (as defined in the IETF RFC 6838) describing the type of the data, and second of an encoding information that specifies how to first decode the received content. Both elements of information are separated by a separator defined in oneM2M TS‑0004 [3].
If the value of contentInfo is a supported representation of semantic information,as defined in oneM2M TS-0004 [3], the value of content shall be handled as semantic information with respect to the supported semantic oneM2M functionalities. 
	OA

	contentSize
	1
	RO
	Size in bytes of the content attribute.
	OA

	contentRef
	0..1
	RW
	This attribute contains a list of name-value pairs. Each entry expresses and associative reference to a <contentInstance> resource. The name of the entry indicates the relationship and the value of the entry the indicates reference (URI) to the resource.
	OA

	ontologyRef
	0..1
	WO
	A reference (URI) of the ontology used to represent the information that is stored in the contentInstances resources of the <container> resource. If this attribute is not present, the contentInstance resource inherits the ontologyRef from the parent <container> resource if present (see note).
	OA

	content
	1
	WO
	Actual content of a contentInstance. This content may be opaque data for understandable with the help of the contentInfo. This may, for example, be an image taken by a security camera, or a temperature measurement taken by a temperature sensor.
	OA

	NOTE:
Access to this URI is out of scope of oneM2M.


-----------------------End of change 1---------------------------------------------

-----------------------Start of change 2-------------------------------------------
9.6.30 
Resource Type semanticDescriptor
The <semanticDescriptor> resource is used to store a semantic description pertaining to a resource and potentially sub-resources. Such a description may be provided according to ontologies. The semantic information is used by the semantic functionalities of the oneM2M system and is also available to applications or CSEs. [i.28] provides an informative example of a descriptor attribute.
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Figure 9.6.30-1: Structure of <semanticDescriptor> resource

The <semanticDescriptor> resource shall contain the child resources specified in table 9.6.30-1.

Table 9.6.30-1: Child resources of <semanticDescriptor> resource

	Child Resources of <semanticDescriptor>
	Child Resource Type
	Multiplicity
	Description
	<semanticDescriptorAnnc> Child Resource Types

	[variable]
	<subscription>
	0..n
	See clause 9.6.8 where the type of this resource is described.
	<subscription>


The <semanticDescriptor> resource shall contain the attributes specified in table 9.6.23-2.

Table 9.6.30-2: Attributes of <semanticDescriptor> resource

	Attributes of <semanticDescriptor>
	Multiplicity
	RW/

RO/

WO
	Description
	<semanticDescriptorAnnc> Attributes

	resourceType
	1
	RO
	See clause 9.6.1.3.
	NA

	resourceID
	1
	RO
	See clause 9.6.1.3.
	NA

	resourceName
	1
	WO
	See clause 9.6.1.3.
	NA

	parentID
	1
	RO
	See clause 9.6.1.3.
	NA

	accessControlPolicyIDs
	0..1 (L)
	RW
	See clause 9.6.1.3.
	MA

	creationTime
	1
	RO
	See clause 9.6.1.3.
	NA

	expirationTime
	1
	RW
	See clause 9.6.1.3.
	MA

	lastModifiedTime
	1
	RO
	See clause 9.6.1.3.
	NA

	labels
	0..1 (L)
	RW
	See clause 9.6.1.3.
	MA

	announceTo
	0..1 (L)
	RW
	See clause 9.6.1.3.
	NA

	announcedAttribute
	0..1 (L)
	RW
	See clause 9.6.1.3.
	NA

	dynamicAuthorizationConsultationIDs
	0..1 (L)
	RW
	See clause 9.6.1.3.
	OA

	creator
	0..1
	RO
	See clause 9.6.1.3.
	NA

	descriptorRepresentation
	1
	RW
	Indicates the type used for the serialization of the descriptor attribute, e.g. RDF serialized in XML.
	OA

	semanticOpExec
	0..1
	RW
	This attribute cannot be retrieved. Contains a SPARQL query request for execution of semantic operations on the descriptor attribute e.g. SPARQL update as described in [3].
	NA

	descriptor
	1
	RW
	Stores a semantic description pertaining to a resource and potentially sub-resources. Such a description shall be according to subject-predicate-object triples as defined in the RDF graph-based data model [4]. The encoding of the RDF triples used in oneM2M is defined in oneM2M TS-0004 [3]. The elements of such triples may be provided according to ontologies. Examples of such descriptors in RDF can be found in [i.28].
	OA

	ontologyRef
	0..1
	WO
	A reference (URI) of the ontology used to represent the information that is stored in the descriptor attribute. If this attribute is not present, the ontologyRef from the parent resource is used if present.
	OA

	relatedSemantics
	0..1(L)
	WO
	List of resource identifiers containing related semantic information to be used in processing semantic queries. The resource identifiers may reference either a <group> resource or  <semanticDescriptor> resources and <contentInstance> resources with semantic information in their content attributes as indicated by their contentInfo attribute. In the latter case, the resource identifier may reference a <latest> resource representing the most recent <contentInstance> in a container.
	OA


-----------------------End of change 2---------------------------------------------

-----------------------Start of change 3-------------------------------------------
9.6.14a 
Resource Type semanticFanOutPoint
The <semanticFanOutPoint> resource is a virtual resource because it does not have a representation. It is the child resource of a <group> resource with members of type <semanticDescriptor> or <contentInstance>. In the former case the semantic information is contained in the descriptor attribute, in the latter case semantic information can  be contained in the content attribute. It is allowed to reference a  <latest> resource representing the most recent <contentInstance> in a container.
Whenever a semantic discovery request is sent to the <semanticFanOutPoint> resource the host uses the memberIDs attribute of the parent <group> resource to retrieve all the related resources. If there are resources stored on different CSEs, individual RETRIEVE requests are sent to each CSE for retrieving the external resources. In case no semantic information is contained, the resource is not considered. All resources are accessed based on the respective access control policies.

Once all of the related resources with semantic information have been retrieved, the semantic content of each is added to the content on which the SPARQL request is being executed. The full/enlarged content subject to the SPARQL request is provided to the SPARQL engine for processing.

The <semanticFanOutPoint> resource uses membersAccessControlPolicyIDs attribute in the parent <group> resource for access control policy validation.
-----------------------End of change 3---------------------------------------------

-----------------------Start of change 4-------------------------------------------
10.2.14.6
Semantic discovery
Note: In the following descriptions, the general term semantic resource is used to refer to <semanticDescriptor> resources and <contentInstance> resources containing semantic information.
This clause describes semantic discovery procedures on semantic descriptions represented as RDF triples, given that an overall semantic description (logical tree) may be distributed across several  semantic resources. 

Semantic discovery procedures may be performed using RETRIEVE operations as follows:
Using <semanticFanOutPoint> resource
Targeting any resource other than <semanticFanOutPoint>:

· The receiver begins processing the request by retrieving the <semanticDescriptor> resource of the request target and its descriptor attribute. Related semantic resources are discovered and accessed according to clause 10.2.14.7 or clause 10.2.14.8. The content of related descriptor attributes in the case of <semanticDescriptor> resources or content attributes in the case of <contentInstance> resources are added to the content on which the SPARQL request is being executed. Depending on which of the options described in clauses 10.2.14.7 or 10.2.14.8 is chosen, all potentially relevant semantic content is added before executing the SPARQL request or they are added when needed during the execution of the SPARQL request.
· The resulting content subject to the SPARQL request is provided to the SPARQL engine for processing.

Targeting a <semanticFanOutPoint> resource (see also clauses 10.2.7.12):

· In this case the related semantic resources are the members of the <group> resource parent of the targeted <semanticFanOutPoint>. Based on the memberID attribute of the parent <group> resource all the related descriptors are discovered, and those on the <group> hosting CSE are retrieved together.

· If there are semantic resources stored on a different CSE, individual RETRIEVE requests are sent to each CSE for retrieving the external resources.

· All semantic resources are retrieved based on the respective access control policies.

· Once all of the related semantic resources have been accessed, the content of each of semantic attributes is added to the content on which the SPARQL request is being executed.

· The full/enlarged content subject to the SPARQL request is provided to the SPARQL engine for processing.
Not using <semanticFanOutPoint> resource
Given that an overall semantic description (logical tree) may be distributed across the semantic  resources, there are two methods of constructing the logical tree in the scope of a semantic discovery targeting any resource other than <semanticFanOutPoint>.
· If the attribute relatedSemantics is empty or does not exist, the "Annotation-based method" (using resourceDescriptorLink) detailed in clause 10.2.14.7 shall be used.

· If the attribute relatedSemantics is not empty the "Resource link-based method" (using relatedSemantics) detailed in clause 10.2.14.8 shall be used.

10.2.14.7
Annotation-based semantic discovery method
In this option, the links to related semantic resources are encoded in the semantic description itself, which is encoded as RDF triples [4] logically structured as <subject> <predicate> <object>. For this purpose, an annotation property called onem2m:resourceDescriptorLink is introduced. It is formally specified as part of the oneM2M Base Ontology defined in [6] and can be used as a predicate in any RDF triple with any subject and without further relation to the oneM2M Base Ontology. Only the use of the onem2m namespace is required to uniquely identify the annotation property.

Whenever further information about a semantic instance <X> is stored in another semantic resource, a new RDF triple <X> onem2m:resourceDescriptorLink <ResourceURL> may be added to this semantic description, where <ResourceURL> is the URL of the other semantic resource containing additional information related to <X>. If multiple <semanticDescriptor> resources contain relevant further information, these can be added to a <group> resource and the <ResourceURL> then refers to the virtual <fanOutPoint> resource of this group, which will be used for retrieving the aggregated information.

NOTE: The RDF triple syntax in this paragraph is only used for illustration purposes. The actual encoding of the RDF triples used in oneM2M is defined in oneM2M TS-0004 [3].

To make use of the onem2m:resourceDescriptorLink property, the evaluation of semantic queries formulated as SPARQL requests by the SPARQL engine has to be adapted in the following way:

· The SPARQL request is executed on the content of the semantic description in the descriptor attribute of the semanticDescriptor resource.

· For each semantic instance matched in the SPARQL request, it is checked whether one or more onem2m:resourceDescriptorLink annotations exist.

· If this is the case, the execution of the SPARQL request is halted.

· The semantic content of the semantic resource referenced by the onem2m:semanticDescriptorLink annotations  is added to the content on which the SPARQL request is being executed. If the onem2m:semanticDescriptorLink annotation references a group, the additional semantic content is accessed by performing a retrieve request to the virtual <fanOutPoint> resource referenced.

· The execution of the SPARQL request is continued on the enlarged content.

10.2.14.8
Resource link-based method
In this option, the links to related seamntic resources are specified in the relatedSemantics attribute.
Processing of the SPARQL engine procedures at the receiver :

· The receiver retrieves the  <semanticDescriptor> resource of the request target.

· Based on the relatedSemantics attribute of the <semanticDescriptor> resource targeted, all the related semantic resources are discovered, as follows:

· If the relatedSemantics attribute includes a list of links, each of the linked semantic resources are accessed based on the respective access control policies.

· If the relatedSemantics points to a <group> resource, the group members from the memberID attribute are used and each of them is accessed based on the respective access control policies.

· Once all of the related semantic resources have been accessed, the content of each of the descriptor attribute is added to the content on which the SPARQL request is being executed.

· The full/enlarged content subject to the SPARQL request is provided to the SPARQL engine for processing.

-----------------------End of change 4--------------------------------------------
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