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Introduction
In an oneM2M system, entities may require service layer messaging in order to communicate data / content with another entity that may be multiple hops away. Messages that carry data / content may traverse multiple intermediate entities before the message reaches the final destination (receiver). An entity that generates, owns or hosts data would like to make sure that the integrity of the data is maintained from the originator to the receiver and that only authorized entities are able to view, process and modify the data.
-----------------------Start of change 1-------------------------------------------
Annex A: Problem Statement for needing End-to-End Data Security
A.1
Introduction

The general protection afforded to data / content is only while the content is “in transit” between two “trusted” entities by means of transport-layer protocol (e.g. TLS / DTLS). There is no notion of protection of content while hosted at an entity (at rest). The implication is that the content (object) protection, if at all performed, must be done at the application layer. The problem with the application layer content protection approach is multi-fold:

1. Applications do not provide a uniform mechanism for application data / content protection. Application layer protection only provides for the actual application data protection and not the resources associated with the oneM2M service layer.
2. Service Layer resources are not protected. 

3. A separate application layer protocol for securing content must be performed, which may be far more cumbersome

4. In certain scenarios, in order for a service layer to be able to provide value-added services, the content may have to be stored in its un-encrypted form
Use-case 1

Illustrated in Figure 1 is a use-case where there are 4 entities involved: an AE1, a Hosting CSE (CES1), an IN-CSE and a hacker application or even a non-malicious function. The AE1 created a resource within a CSE1 at service layer which stores attributes and content / content instances. In this use case, two attributes are provided as examples: Attribute 1 and Attribute 2. It is assumed that the AE1 and CSE1 have mutually authenticated one another and used a secure communications channel prior to performing the “create resource” operation. At some point, a hacking application exploits a vulnerability within the CSE1 through an IN-CSE. It is possible that the hacking application may be able to reach the CSE1 without having to go through an IN-CSE, however, because of the diversity of protocol support (e.g. open ports and services that run) on the IN-CSE, it may make a very good entry point for a hacking application. Once the hacker is able to access the CSE1, it steals the content stored within the AE1 resource. It is a classic attack without the need for much sophistication. One way to mitigate such an attack is to encrypt the whole disk or use encryption on a per-file basis. However, the content may have to be processed at the SL and decrypted at a transit node on the communication path, where the content becomes vulnerable to an attack. Another mechanism is to protect the content using JSON-based object signing and encryption mechanisms. But there is no framework to enable the use of such mechanisms for protecting SL resources. An additional issue is that, the CSE1’s platform is not trustworthy and therefore secure processes may not be carried out. Also, if a root key is broken, then it exposes the data from all the AEs stored on the CSE1. In short, the security of an application data or user’s confidential data is off-loaded to an entity that the user or application does not have much control of and the trustworthiness of the platform is based on the trust the user has of the SP. Additionally, when the CSE1 is de-commissioned the data remains within the CSE1 and protected only by a file-based encryption, which may be broken easily by an obsolete operating system protecting the resources. The threats can be summaried as follows:

· Unauthorized access by an entity to data / content at rest

· Unauthorized access to data / content by an intermediate node (e.g. CSE) during transit

· Unauthroized access to system specific resources during rest or transit
A summary of the issues is provided here:

· Lack of a confidentiality protection mechanism at the hosting entity (e.g. CSE), when the content is at rest.

· Lack of a mechanism to hide the content even from the CSE (e.g. a less-trustworthy CSE)

· Each hop (e.g. transit CSE) has an un-encrypted access to the content once the data comes through a TLS/DTLS tunnel, when transferring content to a Client.
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Figure 1: Un-authorized access to a data / content

Use-case 2

The use case illustrated in Figure 2involves six entities: AE1 that generates the content, AE2 and AE3 are Client applications that consume the content produced by AE1. The content is hosted on CSE1 without any integrity protection. Similar to the above mentioned case, an attacker may exploit vulnerabilities either at the IN-CSE or CSE1 and modifies the resource and / or the resource structure, e.g. attributes and / or content(s). The figure illustrates a scenario where an attacker is able to perform an un-authorized modification of AE1’s attribute, Attribute 1. AE2 that is subscribed to AE1’s resource obtains the modified copy of the resource. In cases, where the resource obtained from AE1 is used to make critical decisions or operations by AE2 then it may have major ramifications. At a later point, the attacker deletes the Attribute 2 and adds new Attribute 3 and 4, essentially the attacker is not only changing the resource, but also the structure of the resource. An AE3 that is subscribed to the resource has a completely different resource tree than what was created by AE1. The threats can be summaried as follows:

· Unauthorized modification of data / content at rest

· Unauthorized modification of data / content by an intermediate node (e.g. CSE) during transit

· Unauthroized modification of system specific resources during rest or transit

Summary of the issues are listed below:

· There is no mechanism to provide integrity protection to a resource 
· There is no mechanism to provide integrity protection to the structure of the resource 
· There is no mechanism to provide integrity protection to system critical resources (e.g. ACPs, m2mSubscriptionProfile, managementObject resources etc.)
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Figure 2: Un-authorized modification of data / content
-----------------------End of change 1 ---------------------------------------------
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