	
	l[image: C:\Users\grayv\Desktop\oneM2M-Logo.gif]







[bookmark: GSBox]
	[bookmark: page2]ONEM2M
TECHNICAL REPORT

	Document Number
	TR-00xx-Developer_Guide_Time_Series-V0_0_1

	Document Name:
	Developer Guide: Time Series

	Date:
	2022-03-09

	Abstract:
	This developer guide describes the oneM2M Time Series resource features and capabilities. It describes basic functionality of the <timeSeries> resource and some exemplary use cases for the Time Series features. 

	Template Version: January 2017 (Do not modify)







The present document is provided for future development work within oneM2M only. The Partners accept no liability for any use of this report.
The present document has not been subject to any approval process by the oneM2M Partners Type 1. Published oneM2M specifications and reports for implementation should be obtained via the oneM2M Partners' Publications Offices.



About oneM2M 
The purpose and goal of oneM2M is to develop technical specifications which address the need for a common M2M Service Layer that can be readily embedded within various hardware and software, and relied upon to connect the myriad of devices in the field with M2M application servers worldwide. 
More information about oneM2M may be found at: http//www.oneM2M.org
Copyright Notification
© 2022, oneM2M Partners Type 1 (ARIB, ATIS, CCSA, ETSI, TIA, TSDSI, TTA, TTC).
All rights reserved.
The copyright and the foregoing restriction extend to reproduction in all media.

Notice of Disclaimer & Limitation of Liability 
The information provided in this document is directed solely to professionals who have the appropriate degree of experience to understand and interpret its contents in accordance with generally accepted engineering or other professional standards and applicable regulations. No recommendation as to products or vendors is made or should be implied. 
NO REPRESENTATION OR WARRANTY IS MADE THAT THE INFORMATION IS TECHNICALLY ACCURATE OR SUFFICIENT OR CONFORMS TO ANY STATUTE, GOVERNMENTAL RULE OR REGULATION, AND FURTHER, NO REPRESENTATION OR WARRANTY IS MADE OF MERCHANTABILITY OR FITNESS FOR ANY PARTICULAR PURPOSE OR AGAINST INFRINGEMENT OF INTELLECTUAL PROPERTY RIGHTS. NO oneM2M PARTNER TYPE 1 SHALL BE LIABLE, BEYOND THE AMOUNT OF ANY SUM RECEIVED IN PAYMENT BY THAT PARTNER FOR THIS DOCUMENT, WITH RESPECT TO ANY CLAIM, AND IN NO EVENT SHALL oneM2M BE LIABLE FOR LOST PROFITS OR OTHER INCIDENTAL OR CONSEQUENTIAL DAMAGES. oneM2M EXPRESSLY ADVISES ANY AND ALL USE OF OR RELIANCE UPON THIS INFORMATION PROVIDED IN THIS DOCUMENT IS AT THE RISK OF THE USER.
[bookmark: _Toc491328377][bookmark: _Toc487718300]
Contents
1	Scope	4
2	References	4
2.1	Normative references	4
2.2	Informative references	4
3	Definitions	4
4	Conventions	4
5	Motivation	5
6	<timeSeries> Feature and Capabilities	5
6.1	<timeSeries> resource specific attributes	5
6.2	Use of <timeSeries> from a data source	5
6.3	Use of <timeSeries> from an application	5
7	Use cases for <timeSeries>	5
7.1	Use Case 1	5
7.2	Use Case 2	5
7.3	Use Case 3	5
8	Procedures	6
8.1	Introduction	6
8.2	Call Flows	6
History	6

1. [bookmark: _Toc491328378][bookmark: _Toc491691083][bookmark: _Toc300919384][bookmark: _Toc487718301][bookmark: _Toc97706629]
Scope
[bookmark: _Toc300919385]The present document provides a simple use case for guiding application developers to use <timeSeries> resources in deployment:
Description of the <timeSeries> resource features and capabilities in oneM2M,
Description of how to use the <timeSeries> resources and procedures,
Description of use cases that <timeSeries> can be used for,
The call flows for implementation of the use cases desscribed.

2. [bookmark: _Toc491328379][bookmark: _Toc491691084][bookmark: _Toc487718302][bookmark: _Toc97706630]References
2.1. [bookmark: _Toc491328380][bookmark: _Toc491691085][bookmark: _Toc97706631]Normative references
Normative references are not applicable in the present document.
2.2. [bookmark: _Toc491328381][bookmark: _Toc491691086][bookmark: _Toc97706632]Informative references
References are either specific (identified by date of publication and/or edition number or version number) or non‑specific. For specific references, only the cited version applies. For non-specific references, the latest version of the referenced document (including any amendments) applies.
The following referenced documents are not necessary for the application of the present document but they assist the user with regard to a particular subject area.
[bookmark: REF_ONEM2MDRAFTINGRULES][i.1]	oneM2M Drafting Rules.
NOTE:	Available at: http://www.onem2m.org/images/files/oneM2M-Drafting-Rules.pdf.
[bookmark: REF_ONEM2MTS_0011][i.2]	oneM2M TS-0011: "Common Terminology".
3. [bookmark: _Toc491328382][bookmark: _Toc491691087][bookmark: _Toc300919388][bookmark: _Toc487718305][bookmark: _Toc97706633]Definitions
For the purposes of the present document, the terms and definitions given in oneM2M TS-0011 [i.2] apply. 
4. [bookmark: _Toc491691088][bookmark: _Toc487718307][bookmark: _Toc97706634][bookmark: _Toc491328384][bookmark: _Toc300919392]Conventions 
The key words "Shall", "Shall not", "May", "Need not", "Should", "Should not" in the present document are to be interpreted as described in the oneM2M Drafting Rules [i.1].
5. [bookmark: _Toc491328385][bookmark: _Toc491691089][bookmark: _Toc487718308][bookmark: _Toc97706635]Motivation
High level description of need for <timeSeries>oneM2M offers a collection of features that are essential to any large or small deployment of IoT devices. There are many considerations and requirements of an IoT service platform like oneM2M.  High on the list of essential features is the ability to present data from the devices to users and analytics services. In oneM2M the data from sensors are made available through data sharing resources that have specific features that are tailored to support a variety of use cases. The data sharing resources are generally the <container> and <contentInstance> resources, the <timeSeries> and <timeSeriesInstance> resources, and the <flexContainer> and <flexContainerInstance> resources. 
The <container> and <contentInstance> resources are light weight and very customizable for many use cases. The data shared through a <contentInstance> resource can be modelled in almost any manner desired. The oneM2M CSE manages the size and number of <contentInstance> resources in a <container> but otherwise has no restriction on the data model structure. A key property of the data shared in a <contentInstance> is it’s opacity to the oneM2M CSE. The oneM2M CSE does not offer any services related to the data contained in a <contentInstance>. This is great for proprietary data models, sensitive information, and cases where the data model can be shared with users outside the context of the CSE. The <flexContainer> and <flexContainerInstance> are used when the system architecture requires the CSE to provide services, such as discovery or query capabilities based on the data provided by a device. Using a <flexContainer> a user can define a data model and a schema for the data model that the CSE will enforce and then be able to query that data model based on received requests. The <timeSeries> and <timeSeriesInstance> resources offer functionality that is useful for data sources that have time as a significant aspect of the data model.
This developer guide describes how to use the <timeSeries> features offered by the oneM2M CSE and then describes some use cases that are enabled by these features. 
It should be noted that while the <timeSeries> resource adds some useful functionality, that will be described in the remainder of this document, there is a one thing that is not possible with the <timeSeries> resource, compared to the <container> resource. Whereas a <container> can have c

6. [bookmark: _Toc97706636]<timeSeries> Feature and Capabilities
6.1. [bookmark: _Toc97706637][bookmark: _Toc428187466]<tTime Series> resource specific attributes 
The <timeSeries> resource is a container for <timeSeriesInstance> resources. The fundamental difference between the <timeSeriesInstance> resource and the <contentInstance> resource is the dataGenerationTime attribute.
Table 1: <timeSeriesInstance> attributes
	dataGenerationTime 
	1 
	WO 
	This attribute contains the time when the data was generated by the Originator. The value of this attribute shall be unique among the child <timeSeriesInstance> resources belonging to the same parent <timeSeries> resource.
	OA 

	sequenceNr
	0..1
	WO 
	This attribute contains the data sequence number generated by the AE/CSE 
	OA



The dataGenerationTime attribute is mandatory and essential to the features offered by the parent <timeSeries> resource. However, it should be noted that even without using the features of the <timeSeries> resource, the dataGenerationTime attribute makes a significant difference in the usefulness of the data coming from the device.  This will be highlighted in the first use case described in clause 7.1. The sequenceNr is optionally available to provide a count of data, if desired. The sequenceNr is set by the data source (originator of the create <timeSeriesInstance> primitive).
The <timeSeries> resource has additional attributes that are used to configure the features available, these are shown in Table 2. The first attribute of interest is the periodicInterval. This attribute is optionally specified to indicate the frequency of the <timeSeriesInstance> resources.  When the periodicInterval is specified the <timeSeries> can be further configured to monitor the data arriving at the CSE, in a <timeSeriesInstance> child resource, and detect when data does not arrive within the expected time interval.

[bookmark: _Ref99557796]Table 2: <timeSeries> attributes
	periodicInterval
	0..1
	RW
	If the Time Series Data is periodic, this attribute shall contain the expected amount of time between two instances of Time Series Data.
	OA

	periodicIntervalDelta
	0..1
	RW
	If the Time Series Data is periodic, this attribute contains a +/- delta value relative to periodicInterval for the purpose of detecting missing data.
The value of this attribute shall be less than or equal to (periodicInterval/2).

If the attribute is omitted the hosting CSE can use a local policy to determine a default value.
	OA

	missingDataDetect
	1
	RW
	Indicates whether the Receiver shall detect the missing Time Series Data if it is periodic. The default value is false.
	NA

	missingDataMaxNr
	0..1
	RW
	Maximum number of entries in the missingDataList if the periodicInterval is set and the missingDataDetect is TRUE.
	OA

	missingDataList
	0..1(L)
	RO
	The list of the dataGenerationTime value representing the missing Time Series Data in descending order by time if the periodicInterval is set and the missingDataDetect is TRUE.
	NA

	missingDataCurrentNr
	0..1
	RO
	Current number of the missing Time Series Data in the missingDataList.
	NA

	missingDataDetectTimer
	0..1
	RW
	The missingDataDetectTimer is a duration after which a <timeSeriesInstance> shall be considered missing by the hosting CSE. 
If periodicIntervalDelta is present, the value of this attribute shall be greater than periodicIntervalDelta.

	OA



 
The missingDataDetect attribute can be set to enable the <timeSeries> functionality offered by the oneM2M CSE. When set, the oneM2M CSE will monitor the <timeSeriesInstance> resources to make sure that they are arriving within the specified periodicInterval. Figure 1 shows symbols to help describe the functionality of the missing data detection function. A <timeSeriesInstance> must have the dataGenerationTime attribute specified, shown with its shortname DGT. The remaining attributes are part of the <timeSeries> resource.  The periodicInterval, shown with its shortname PEI, indicates the when the next <timeSeriesInstance> should be generated. The emphasis on generated is to highlight that this is the time that the data is generated at the device. In practice, the time that this data will arrive at the CSE will always be sometime later. This is handled with the missingDataDetectTimer, shown with its shortname MDT. The CSE will compute the time to check for the next <timeSeriesInstance> using the PEI + MDT.  The timing will be relative to the dataGenerationTime of the first <timeSeriesInstance> received, DGT(0) in Figure 1.  If a <timeSeriesInstance> is not received by the time computed, the CSE will indicate that it is missing by adding its expected dataGenerationTime to the missingDataList.  In Figure 1 the blue hatch around the DGT represents the uncertainty of the DGT due to latency on the device, for example due to the time to process an ISR on a device. When the CSE checks for the next <timeSeriesInstance>, a match will be considered if the DGT falls within a window defined by the periodicIntervalDelta attribute. If the periodicIntervalDelta is not specified, then the oneM2M CSE will determina a value to use. The oneM2M CSE has procedures for the device to synchronize its time with the CSE available that are not described in this document. 	Comment by Bob Flynn: This can be a later update to this TR to include a mechanism when it is fully defined in the specs.
[image: A picture containing diagram

Description automatically generated]
[bookmark: _Ref99724421]Figure 1: <timeSeries> missing data detection overview
Using the behaviour described so far, a client application can subscribe to the <timeSeries> resource to be notified of every change and check the notification to see if the missingDataList has changed. However, this method of notifications is improved upon with <subscription> attributes that are specifically related to the <timeSeries> resource, shown in Table 3.  Specifically, setting the notificationEventType value in a <subscription> to “H” reduces the occurrence of notifications to conditions specified in missingData.
[bookmark: _Ref99733767]Table 3: Partial <subscription> resource attribute table
	notificationEventType
	0..5
	The type of event that shall trigger a notification. If multiple notificationEventType tags are present, a notification shall be triggered if any of the configured events occur. Note that not all combinations of event type are meaningful. Possible notification event type values are: 

…

Definition of H.

...

	missingData
	0..1
	The missingData includes two values: a minimum specified missing number of the Time Series Data within the specified window duration, and the window duration. The condition only applies to subscribed-to resources of type <timeSeries>. This condition is ignored unless notificationEventType has a value of "Report on missing data points". If this attribute is modified by an UPDATE the associated timer/counter are stopped and restarted with the new values.
The first detected missing data point starts the timer associated with the window duration. 
The window duration is restarted upon its expiry until such time as the entire subscription is terminated or not refreshed. More details about NOTIFICATIONS related to data reporting is found in clause 10.2.4.29



The missingData attribute is configured with a “time window duration” and a “minimum number of missing data”. When the first missing <timeSeriesInstance> occurs, a window duration timer also starts. The intent is to be notified only when at least the minimum number of <timeSeriesInstances> are missed within that window of time. For example, a client that monitors the <timeSeriesInstance> resources may want to know when data is absent for a significant amount of time, such as 5 missing <timeSeriesInstance> resources in a 5-minute period could indicate a scenario requiring action. This window is not a sliding window, it starts when the first missing data is detected and ends when the window duration expires. If the configuration is such that additional missing data can occur in the same window of time then notifications will continue to be sent until the window duration expires. When the window duration expires it will restart when the next <timeSeriesInstance> is detected as missing. The notifications contain the list of missing <timeSeriesInstance> resources that occur during the time window.	Comment by Bob Flynn: Add a picture for this

6.2. [bookmark: _Toc97706638]Use of <timeSeries> from a data source 
To take advantage of the <timeSeries> functions in oneM2M, a sensor or data source can be made that is very light weight and efficient. The use cases below will demonstrate how even a device with a limited communication schedule, such as a sensor on a cellular IoT platform, will be able to effectively benefit from these functions.
Setting that the data source would specify As a general guideline, the device, or processes closely associated with the source of data, that is generating the data would set the periodicInterval and the periodicIntervalDelta attributes of a <timeSeries> resource. This could be done during initial setup or registration of the device.  In the primitive shown in Table 4 the shortname for periodicInterval is “pei” and the shortname for periodicIntervalDelta is “peid”. Shortnames for other attributes not related to the <timeSeries> or <timeSeriesInstance> will be shown in 

[bookmark: _Ref100473766]Table 4: CREATE <timeSeries> Resource
	Sending request to http://localhost:8080/cse-in/TSI-AE
Headers
| Header Field | Value | |:—|:—| | X-M2M-Origin | CAdmin | | X-M2M-RI | setup | | X-M2M-RVI | 3 | | Accept | application/json | | Content-Type | application/json;ty=29 |
Body
{
    “m2m:ts”: {
        “rn”: “TimeSeriesExample”,
        “pei”: 1000,
        “peid”: 200
    }
}

Response
201 (CREATED)
Headers
| Header Field | Value | |:—|:—| | Server | ACME 0.9.1 | | X-M2M-RSC | 2001 | | X-M2M-RI | setup | | X-M2M-RVI | 3 | | Content-Type | application/json | | Content-Length | 240 | | Date | Sun, 10 Apr 2022 12:59:30 GMT |
Body
{
    “m2m:ts”: {
        “rn”: “TimeSeriesExample”,
        “pei”: 1000,
        “peid”: 200,
        “ri”: “ts6750498283968767431”,
        “ct”: “20220410T125929,027806”,
        “lt”: “20220410T125929,027806”,
        “et”: “20230410T125929,027839”,
        “pi”: “CDevGApp”,
        “ty”: 29,
        “cni”: 0,
        “cbs”: 0
    }
}




The device generating the data is required to set the dataGenerationTime attribute of the <timeSeriesInstance> as that value is Mandatory when the resource is created, and it is not modifiable. It is also important to note that dataGenerationTime must also be unique and that if two <timeSeriesInstance> resources are created with the exact dataGenerationTime attribute, the oneM2M CSE will report an error, as shown.
	Headers
| Header Field | Value | |:—|:—| | X-M2M-Origin | CAdmin | | X-M2M-RI | 123 | | X-M2M-RVI | 3 | | Accept | application/json | | Content-Type | application/json;ty=30 |
Body
{
    “m2m:tsi”: {
        “con”: “26”,
        “dgt”: “20190228T202657,305382”
    }
}

Response
409 (CONFLICT)
Headers
| Header Field | Value | |:—|:—| | Server | ACME 0.9.1 | | X-M2M-RSC | 4105 | | X-M2M-RI | 123 | | X-M2M-RVI | 3 | | Content-Type | application/json | | Content-Length | 90 | | Date | Sun, 10 Apr 2022 13:50:14 GMT |
Body
{
    “m2m:dbg”: “timeSeriesInstance with the same dgt: 20190228T202657,305382 already exists”
}




The source of the data will need to be able to maintain a running time that is synchronized with the CSE if the missing data detection function is used. The time used in oneM2M CSE’s is always UTC time in the following formats. 
The use cases in clause 7 will demonstrate the device sending oneM2M primitives with these resources and attribute settings.
6.3. [bookmark: _Toc97706639]Use of <timeSeries> from an application
Settings that a data consumer would specifyMost of the functionality of the <timeSeries> resource benefit and are configured by client applications that have appropriate permissions in the <timeSeries> resource. A client application will generally need to monitor the <timeSeries> data or to be notified when the <timeSeriesInstance> resources are missing. When a new client application needs to access to a <timeSeries> resource that it discovers it can be provisioned with permissions through a variety of means in oneM2M, such as dynamic authorization or through a configuration process. 
The <timeSeries> features require that the periodicInterval of the data to be specified. The device could set this attribute, but it is also acceptable for a client application to set the value in periodicInterval. The client application should set the missingDataDetect attribute to TRUE if that <timeSeries> function is needed as well as the missingDataMaxNr value. The next important attribute of the <timeSeries> functionality is the missingDataDetectTimer value. This is a duration after which the CSE will check to see if the next expected <timeSeriesInstance> has been received. This parameter must be larger than the periodicIntervalDelta. This parameter is quite useful for implementing a variety of use cases as shown in clause 7.
Based on the setting of missingDataDetectTimer these are some of the use cases that can be implemented in oneM2M:
· Heartbeat processing of a device useful for critical systems such as industrial machinery monitoring or security devices.
· Missing data detection in power efficient devices 
If a client application has the permissions to create a <subscription> to the <timeSeries> resource, it can configure the missingData attribute and the notificationEventType attribute so that only missing data notifications are sent.  If these attributes are not set, then a subscription to a <timeSeries> resource would generate a notification every time a <timeSeriesInstance> is detected as missing. While this may be OK for many use cases, the missingData attribute supports a case where some lost data is expected and acceptable, perhaps due to communication in a noisy environment from a constrained device that does not have a method for reliable message delivery embedded.

6.4. Specific details of <timeSeries> processing
There are a few things that the oneM2M CSE is doing to provide the <timeSeries> functions. As described above when a <timeSeriesInstance> is detected as missing, the value of the expected dataGenerationTime is added to the missingDataList.  The CSE will increment the missDataCurrentNr attribute and if this value exceeds missingDataMaxNr then the CSE will remove the oldest dataGenerationTime value from this list. This process does not affect the number of child <timeSeriesInstance> resources of the <timeSeries> resource, as that is a different process that works the same way as the <container> and <contentInstance> resources.
As mentioned earlier, the CSE detects a missing <timeSeriesInstance> based on parameters specified in the <timeSeries> resource. The point of reference for this process is the dataGenerationTime of the first received <timeSeriesInstance>. Some definitions of the times used by the CSE are as follows:
	Reference data generation time: DGT(0) = dataGenerationTime of the first received <timeSeriesInstance>
	Expected data generation time: DGTE(N) = DGT(0) + (N * periodicInterval)
		Expected data generation time range: RDGTE(N) = DGTE(N) +/- periodicIntervalDelta
	Missing data detection time: MDDT = DGTE(N) + missingDataDetectTimer 

With these definitions, after the first <timeSeriesInstance> is received by the CSE, the CSE will start monitoring the <timeSeriesInstance> resources dataGenerationTime to determine if it is missing. The CSE will determine if the <timeSeriesInstance> with dataGenerationTime of DGTE(N) has arrived at the CSE at the MDDT, which is derived from parameters of the <timeSeries> resource. The missingDataDetectionTimer helps account for the latency of sending the <timeSeriesInstance> to the oneM2M CSE and can be useful in scenarios where you want to identify missing data that is coming from a device that communicates on a schedule that may be less frequent than the sample rate of the data source.	Comment by Bob Flynn: Show examples of MDT short, long.
Devices that sense data do so on a periodic basis. Generally, this can be a microprocessor or similarly constrained device. These types of devices can have significant variations in the time that a particular value is captured, from a variety of causes such as drifts in the clocks running on the device that would trigger an interrupt and the processing time of an interrupt service routine. With all these variances in mind, the <timeSeries> resource has the periodIntervalDelta attribute that is taken into consideration when the CSE searches for a <timeSeriesInstance> resource with DGTE(N). The CSE will consider a <timeSeriesInstance> resource with a dataGenerationTime that falls within RDGTE(N) as DGTE(N). 	Comment by Bob Flynn: Add some pictures:
Pei
Pei at limit
Device processing 
The point of reference of time for this process is the dataGenerationTime of the first <timeSeriesInstance> received. This prevents the timing of the data points from skewing based on the processing latency of the data generation source. Ideally the data generation source will be able to maintain timing alignment to the CSE, which is based on UTC timezone. When the data source sends a primitive to the oneM2M CSE, the response message from the CSE may contain a timestamp which the device can use to synchronize its time. There is also a time synchronization process that can assist a device that cannot maintain timing planned for Release 4 of oneM2M. 
It is possible to pause the missing data detection process by setting the missingDataDetect attribute to FALSE. The current state of missing data is maintained in the <timeSeries> resource until any of the parameters related to the detection process is modified or the process is started again, at which point the CSE will clear current state data attributes (missingDataList and missingDataCurrentNr).




Notification example: do this with  ACME results.

7. [bookmark: _Toc491328387][bookmark: _Toc491691091][bookmark: _Toc487718310][bookmark: _Toc97706640][bookmark: _Toc300919393][bookmark: _Ref99780737]	Use cases for <timeSeries> 

7.1. [bookmark: _Ref99780642][bookmark: _Toc97706641][bookmark: _Ref99557218]Accurate times series display scenarios
The first and most basic use case for the <timeSeriesInstance> resource is the ability to include the time that data values are generated at the source as opposed to when they are received at the CSE, in the case of using a <conentInstance>. To highlight this example, we will consider a sensor that takes measurements every 10 seconds and sends the to a CSE. 
If we use the simplest case where we send the measured value in the content attribute of a <contentInstance> we can get a series of data, where each resource looks like this:

	{
    “m2m:cin”: {
        “cnf”: “text/plain:0”,
        “con”: “27”
    }
}



For demonstration purposes we generate a series of 10 measurements at 10 second intervals. Table 5 includes the time that the sensor values were generated.  It also shows the creation time of a <contentInstance> resource. It should be noted that even though the application was scheduled to “wake” at 10 second intervals, there is still variation in the time that the data was generated. 
[bookmark: _Ref100496969]Table 5: Use Case 1 data set
	Index
	Creation Time
	Data Generation Time
	Value

	0
	17:47:20.773394
	17:47:18.460929
	25

	1
	17:47:30.765378
	17:47:28.455884
	20

	2
	17:47:40.793214
	17:47:38.466301
	25

	3
	17:47:50.730647
	17:47:48.457575
	22

	4
	17:48:00.745961
	17:47:58.466771
	25

	5
	17:48:10.795579
	17:48:08.465513
	23

	6
	17:48:20.787551
	17:48:18.468340
	25

	7
	17:48:30.771400
	17:48:28.459632
	24

	8
	17:48:40.745039
	17:48:38.466905
	24

	9
	17:48:50.774224
	17:48:48.465060
	26





If we retrieve all the <contentInstance> resources in a <container> and plot the content, the resulting plot may look like this:
Table 6: Use Case 1 value vs index
[image: Chart, line chart

Description automatically generated]
However, this is a simple series plot with no time scale.  If the creationTime attribute of the <contentInstance> resource is used, then we may get the result shown in Table 7. While this is better, depending on the latencies of the end-to-end IoT deployment, there can be wide variation in the data points. This can be since in the slight offset of the data plotted against the actual measurement time.
[bookmark: _Ref100499066]Table 7: Use Case 1 value vs creationTime	Comment by Bob Flynn: Figure

[image: Chart, line chart

Description automatically generated]	Comment by Bob Flynn: Add key (green is measured time, blue is creation time)
If the data is provided in a <timeSeriesInstance> resource where the dataGenerationTime attribute is available to capture the actual time, then the plotted data is completely aligned with the data source.
Devices generally have no way to know what path the messages that report data will take to get to the host CSE. In the case where a device communicates through a gateway that stores data so that it can transmit messages in bulk, which is a good practice for cellular or low power devices, there can be significant delays. This can lead to delays that go beyond variations due to latency, but create significant offsets in the entire data set as shown in Figure 2. 
[image: Chart, line chart

Description automatically generated]
[bookmark: _Ref100502499]Figure 2: Use Case 1 - delayed data transmission
A sensor device can mitigate the timing issues shown above by adding the data generation time to the “content” of the <contentInstance>. However, that creates ontology issues where you must understand how the data is represented (serialized) inside the “content”, which creates issues for any consumer of the sensor data.	Comment by Bob Flynn: Can profile change cin to tsi and add dgt (from timeSync?)
Table 8
	{
    “m2m:cin”: {
        “cnf”: “text/plain:0”,
        “con”: “27 | 20220410T165941,041550”
    }
}	Comment by Bob Flynn: Replace this if the data is regenerated




7.2. Describe the use case

Describe the use case

7.3. Use Case 1Plot of data from a “sleepy” device

In some <timeSeries> use cases it is sufficient to be able to get the <timeSeriesInstance> resource and plot the data that they contain against a time axis. Another service function that the <timeSeries> can provide is to have the CSE identify any missing data points. To demonstrate, a <timeSeries> resource is create as shown in Listing 1.
[bookmark: _Ref100663877]Listing 1: <timeSeries> resource with missingDataDetection enabled
	Sending request to http://localhost:8080/cse-in/TSI-AE
Headers
| Header Field | Value | |:—|:—| | X-M2M-Origin | CAdmin | | X-M2M-RI | setup | | X-M2M-RVI | 3 | | Accept | application/json | | Content-Type | application/json;ty=29 |
Body
{
    “m2m:ts”: {
        “rn”: “TimeSeries2”,
        “mni”: 10,
        “pei”: 5000, #periodicInterval in milliseconds
        “peid”: 200, #periodicIntervalDelta in milliseconds
        “mdn”: 10,   #missingDataMaxNr
        “mdd”: true, #missingDataDetection 
        “mdt”: 4000  #missingDataDetectionTime
    }
}


[bookmark: _Toc97706643]7.3	Use Case 3
With this <timeSeries> resource created, the CSE will wait until the first <timeSeriesInstance> is received before beginning the missingDataDetection process. With the parameter settings shown, new <timeSeriesInstance> resources are expected to arrive every 5 seconds. The CSE will wait 300 milliseconds after the expected time to check for the <timeSeriesInstance>. Any <timeSeriesInstance> with a dataGenerationTime within +/- 0.2 seconds  of the expected time will count as a detection.
	 (Highlight the peid) -> this was scheduled to capture data at 51,56,…. As long as +/- 0.2, Added missing data point
 date	value	Comment by Bob Flynn: Add excel table showing the calculations of acceptable dgt.
0	2022-04-12 19:55:51.005308	28
1	2022-04-12 19:55:56.009863	24
2	2022-04-12 19:56:01.008155	29
3	2022-04-12 19:56:06.011136	26
4	2022-04-12 19:56:16.012419	29
5	2022-04-12 19:56:21.011149	20
6	2022-04-12 19:56:26.001476	23
7	2022-04-12 19:56:31.012593	24
8	2022-04-12 19:56:36.010776	26
9	2022-04-12 19:56:41.012603	27

  “m2m:ts”: {
        “rn”: “TimeSeries2”,
        “mni”: 10,
        “pei”: 5000,
        “peid”: 200,
        “mdn”: 10,
        “mdd”: true,
        “mdt”: 4000,
        “ri”: “ts7418208183460307871”,
        “pi”: “CDevGApp”,
        “ct”: “20220412T183902,342952”,
        “lt”: “20220412T195542,347146”,
        “et”: “20230412T183902,342980”,
        “ty”: 29,
        “cni”: 10,
        “cbs”: 20,
        “mdc”: 1,
        “mdlt”: [
            “20220412T195611,005308”
        ]


It should be noted that when the missingDataDetection attribute is set then it is also mandatory to set the missingDataDetectionTime, that the CSE uses to give enough time for the data to arrive before declaring it missing.

Another parameter to be aware of is the MDT.  Look at DGT vs CT. The MDT must take the transmission and processing latency into consideration.
              “m2m:tsi”: [
            {
                “con”: “28”,
                “dgt”: “20220412T195551,005308”,
                “ri”: “tsi40722265810245336”,
                “pi”: “ts7418208183460307871”,
                “rn”: “tsi_T8Lj4pRIkw”,
                “ct”: “20220412T195553,506528”,
                “lt”: “20220412T195553,506528”,
                “et”: “20230412T195553,506557”,
                “ty”: 30,
                “cs”: 2
            },

7.4. [bookmark: _Toc97706642]Use Case 2Reliable data detection
Describe the use case: security example/ heart beat
Motion detection circuit with heartbeat.  Motion triggers a <contentInstance> (picture from ArduCam), tampering (removing battery) triggers missing data notification.
So far, the examples showed how to use the <timeSeries> resource functions. This next use case will include the <subscription> resource and the functions specifically designed to support the <timeSeries>.

8. [bookmark: _Toc491328389][bookmark: _Toc491691093][bookmark: _Toc487718312][bookmark: _Toc97706644]Procedures
8.1. [bookmark: _Toc491691094][bookmark: _Toc487718313][bookmark: _Toc97706645][bookmark: _Toc476059880][bookmark: _Toc491328390][bookmark: _Toc476059887]Introduction 
Implement each of the use cases, showing the primitives needed
These call flows are described an implemented using python in a jupyter notebook that can be downloaded at oneM2M gitlab.	Comment by Bob Flynn: Add link here
8.2. [bookmark: _Toc491691095][bookmark: _Toc476059881][bookmark: _Toc487718314][bookmark: _Toc97706646][bookmark: _Toc491328391]Call Flows 
Description of the call flows
A.  Annex Shortnames
This annex lists all of the longname to shortname mappings for attributes used in this document.

[bookmark: _Toc491328418][bookmark: _Toc491691120][bookmark: _Toc300919400][bookmark: _Toc487718341][bookmark: _Toc97706647]
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